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Summary

This document reports on the results of Phase 1 of a research project to assess the feasibility of
using Artificial Intelligence (Al) techniques to automatically evaluate translation quality in
Statement of Merit Criteria (SOMC) data. This project is carried out by the National Research
Council (NRC), in collaboration with the Public Service Commission of Canada (PSC). The PSC
manages job advertisement for the Canadian government, and measures the overall
compliance of job postings with official languages requirements. The main problem in this
regard are ‘equivalence errors’ in SOMC'’s, i.e. differences in the meaning of the English and
French texts that can have an impact on applicants’ access to federal public jobs, as well as on
the outcome of appointment processes. To support this project, PSC has provided NRC with a
sample of SOMC data, in which ‘equivalence errors’ have been marked by PSC auditors.
Analysis of this data reveals that about 10% of all SOMC sentences display equivalence issues.
NRC proposed an Al method to assign quality scores to individual pairs of English-French
sentences. Experiments on PSC data show that by using this method in an interactive setting, it
would be possible to detect as much as 75% of all equivalence errors by controlling only 28% of
the text. This method could be efficiently implemented as a software service for PSC, and
various techniques exist that could further improve its performance.

Context

The Public Service Commission (PSC) is an independent agency reporting to Parliament,
mandated to safeguard the integrity of the public service staffing system and the political
impartiality of the public service. To help fulfill this mandate, the PSC’s Oversight and
Investigation Sector conducts independent audits and studies. On April 1% 2016, the PSC



introduced System-wide Staffing Audit (SWSA). The objective of the SWSA is to obtain
information on the integrity of staffing at a system-wide level and identify possible areas of

improvement.

One of the audit components is to ensure equivalence between English and French texts in
material related to federal government staffing, such as assessment tools, priority clearances
and job postings. In particular, ‘Statement of Merit Criteria’ (SOMC) are audited in this regard.
SOMC'’s take the form of semi-structured text in job postings. They identify any skill, ability,
academic specialization, relevant experience or any other essential or asset criteria required for
a position to be filled. The PSC collects approximately 8000 jobs advertisements per year
through the jobs.gc.ca website and holds SOMC information on all of the jobs postings.

One of the aims of SWSA is to identify differences between the French and the English versions
of the "essential qualifications" (EQ) section of SOMC's that could can have an impact on
applicants’ access to federal public jobs, as well as on the outcome of appointment processes.
For example, in the following SOMC, the EQ sections did not meet the equivalence standards of
the PSC after assessed by the PSC’s audit division (equivalence problems are highlighted in

red).

Heavy Duty Mechanic *Temporary position of up
to six months*

(-]

In order to be considered, your application must
clearly explain how you meet the following
(essential qualifications)

(-]

Certification (valid Journeyperson ticket)

(-]

Experience inspecting and/or testing cranes.

(-]

Possession of airbrakes endorsement.

(-]

Ability to determine work methods for the
maintenance of cranes and plant equipment.

Mecanicien(ne) de machinerie lourde conduteur de grue
*Poste temporarire d'une duree de six mois

[-]

Afin que votre candidature soit retenue, votre demande
doit clairement décrire comment vous répondez aux
énoncés suivants (qualifications essentielles)

[-]

Possession d'un certificate valide de compagnon mécanicien
dela C.-B.

(-]

Expérience de l'inspection et de la mise a I'essai de grues.

(-]

Possession d'une authorisation visant les systems de freinage
pneumatique.

(-]

Capacite d'attribuer le travail et d'enseigner a d'autres
personnes les methodes et les procedures de travail.



https://jobs.gc.ca/
https://emploisfp-psjobs.cfp-psc.gc.ca/psrs-srfp/applicant/page1800?poster=920071
https://emploisfp-psjobs.cfp-psc.gc.ca/psrs-srfp/applicant/page1800?poster=920071

The current audit methodology selects SOMC's using a sampling technique. Once the SOMC's
are chosen, the auditor manually evaluates the two EQ sections to validate the language
equivalence.

The objective of this project is to assess the feasibility of automatically assigning an
‘equivalence score’ between the English and French EQ sections of all SOMC's posted on
jobs.gc.ca. SOMC's that do not meet a certain threshold (i.e. equivalence score) could be sent
to the audit division for further assessment.

Data

PSC provided NRC with two sets of data, which we refer to as the annotated and the
unannotated data sets.

e The unannotated data consists of a collection of 54628 EQ sections, extracted from
20565 job ads posted on jobs.gc.ca over the last three years.

e The annotated data was sampled from the unannotated data: it consists of 86 EQ
sections, segmented into 1664 pairs of sentences. Each pair was manually annotated
with a label, indicating whether or not the pair contained an equivalence error. This
annotation was based on prior work by auditors of SWSA. PSC also provided us with the
auditors’ detailed annotations, which explain why specific EQ’s were flagged, and
whether the noted errors may have an impact on the outcome of appointment processes.

Details about both datasets appear in Table 1.

Pairs of Pairs of English words French words
paragraphs segments
unannotated 54627 174658 2.54M 2.98M
annotated 88 1664 18774 23178

Table 1: General statistics about the PSC datasets.

The segmentation of EQ paragraphs into sentences and their alignment were performed
automatically by PSC. We validated the quality of this process on a random sample of 100 pairs
of segments. In our analysis, only 3% of samples were incorrectly segmented (contained more
than one sentence); and 2% were not properly aligned (English and French segments did not
correspond). In our experience, this level of error is expectable in this kind of data and is in no
way problematic. Furthermore, in the annotated portion of the data, the segmentation and
alignment were manually validated.

In order to better understand how SOMC'’s were affected by equivalence errors, we performed a
more thorough analysis of the annotated data. Focusing on only ‘flagged’ sentences (i.e. pairs



of segments in the annotated data that were labelled as incorrect by PSC auditors), we further
categorized the equivalence errors in the following categories:

Type of error

Description

Example(s)

which one version uses AND while
the other uses OR; also, cases of
AND/OR translated as either AND or
OR.

procurement OR
contracting processes.

Omission/ Information appears in one language Ability to work on multiple | Capacité a travailler sur
Insertion and not the other. This can go froma | Projects or files under des projets multiples
missing or added word on one side to challenging timelines soumis a de courts
o échéanciers.
complete missing or added
paragraphs Certification (valid Possession d'un certificate
Journeyperson ticket) valide de compagnon
mécanicien de la C.-B.
Terminology The wrong term is used in the Graduation with a degree Un dipléme d'un
translation from a recognized établissement
post-secondary institution | d'enseignement
with acceptable postsecondaire reconnu
specialization in avec spécialisation
microbiology, chemistry, acceptable en
mechanical engineering, microbiologie, en chimie,
pharmacy, food science, en construction
or some other specialty meécanique, en pharmacie,
related to the position. en science de
I'alimentation ou dans un
autre domaine lié au
poste.
Meaning Sentences in the two languages do Experience in preparing Expérience dans la
not mean the same thing travel claims préparation de demandes
de voyages
A written examination may | Un examen écrit sera
be administered. administré.
And/Or A special case of ‘Meaning’ error, in Experience in Expérience des processus

d'approvisionnement ET
de passation de marchés.

Experience in quality
control AND/OR
management

Expérience de la qualité
des données OU de leur
gestion

Untranslated

Both sentences are in the same
language

Experience with Linux.

Experience with Linux.

None

An error was flagged by the auditors,

which we could not identify or classify.

Experience in working in a
mailroom

Expérience de travail dans
une salle de courrier

Table 2: Equivalence error categories




Of the 1664 annotated pairs of sentences, 164 (9.9%) were flagged as containing an
equivalence error by PSC auditors'. The distribution of these 164 errors in the above categories
is presented in the table below. We also report in this table, for each error category, what
percentage of the errors may have impacted the appointment process, as judged by the PSC
auditors.

Error type Count Percent Impact
insertion 29 18% 48%
omission 45 27% 58%
term 7 4% 14%
untranslated 4 2% 100%
meaning 49 30% 53%
and/or 22 13% 27%
none 8 5% 0%
Total 164 100% 47%

Table 3: Equivalence error statistics

For example, from the table above, we can see that omissions account for 27% of all errors
identified, 58% of which could have impacted the appointment process according to PSC
auditors?.

Translation Equivalence Estimation (TEE)

The method we experimented to automatically flag equivalence errors in SOMC'’s is one based
on distributional semantics. More specifically, we adapted to this task the YiSi*® metric, which
was initially developed at NRC to perform machine translation quality evaluation. YiSi
essentially measures the similarity between two segments of text, based on various semantic
clues; in this adaptation, we primarily use bilingual word embeddings (Luong et al. 2015), which
are based on neural networks, and are learned automatically from a large number of examples,
in the form of bilingual pairs of sentences. Given such embeddings, our YiSi-based method

' In their December 2018 report, PSC auditors report that they found differences between the French and
English versions in 19% of sampled job advertisements. Our smaller number (10%) simply reflects the
fact that we are measuring relative to smaller units of text (sentences).

2 |n this table, we view omissions and insertions with regard to the French version of the text: an omission
occurs when some part of the English text is omitted in the French version; an insertion occurs when a
portion of French text has no equivalent in the English version.

3 YiSi is the romanization of the Cantonese word “& &”, which translates into English as ‘meaning’. A
general description of the YiSi metric can be found in Lo et al. (2018).



takes as input a pair of text segments (e, f), and outputs a real-valued number y between 0 and
1, where larger values of y denote a higher degree of similarity between text segments e and f.

Our analysis of the annotated data (see the previous section) suggested that an important
proportion of equivalence errors were associated with coordinating conjunctions ‘and’ and ‘or’,
and their French counterparts ‘ef’ and ‘ou’. Errors involving such frequent words as ‘and’ and ‘or
are extremely difficult to detect using a method such as YiSi. This is because YiSi weights the
importance of words inversely to their relative frequency in the language; since ‘and’ and ‘or are
very frequent words in English, their contribution to the YiSi score is negligible. To compensate
for this effect, we added an ad hoc ffilter’ that counts occurrences of ‘and’, ‘or, ‘et and ‘ou’ in
pairs of segments, and assigns a score of zero to all pairs in which the counts mismatch, and a
score of one otherwise. The score from this ‘and/or filter’ and the one produced by the
YiSi-based method are multiplied to produce the final score for that pair of segments.

Results

The goal of this project is to develop a system that automatically flags equivalence errors in
SOMC’s EQ sections. The task is performed at the sentence level, i.e. our method assigns a
label to each sentence pair of an EQ, indicating whether that sentence contains an error. The
performance of a given system can be measured using different metrics; standard metrics for
classification tasks are the false positive (FP) and false negative (FN) rates. Here, instead, we
choose to express performance in terms of precision and recall.
e Precision (P): precision is the proportion of flagged sentences that do contain
equivalence errors
e Recall (R): recall is the proportion of sentences with errors (true condition) that the
system effectively flags.
This is illustrated graphically in Figure 1 below.



True condition: Equiv. errors No Equiv. Errors

Positive
(flagged equiv. errors)

System Labels: Negative

(no equiv. error)

Negative
(no equiv. errors)

False negatives
(FN)

True positives
(TP)

False positives
(FP)

True negatives
(TN)

_ _TP
P = 7p37p

_ _TP i ! :
R= pairp ; . .

Figure 1: Precision (P) and Recall (R)

The bilingual word embeddings on which our methods rely to measure cross-lingual similarity
must be learned on bilingual parallel texts. In this preliminary phase, we tested three different
training procedures:
e PSC: Word embeddings are learned on all the unannotated SOMC data provided by
PSC. The training data is presented to the system as pairs of EQ paragraphs
e PSCseg: Word embeddings are learned on all the unannotated SOMC data provided by
PSC. The training data is presented to the system as pairs of sentences, using PSC’s
segmentation into sentences. Within a pair of aligned paragraphs, when the number of
sentences doesn’t match, sentences are simply paired from the top, and the remaining
unpaired sentences are discarded
e WMT: Word embeddings are learned on pairs of sentences from the WMT
English-French corpora. This is a standard dataset in MT research: it is a very large
corpus, containing several millions of pairs of sentences of European parliamentary texts
and news articles (Koehn 2005).

As explained in the previous section, in practice, our systems do not directly assign labels to
pairs of sentences. Instead, they produce real-valued scores between 0 and 1: the lower the
score, the most likely it is that this pair contains an equivalence error. Positive and negative
labels can be obtained from these scores by setting a threshold 3 on the score: sentence pairs



that score below 3 are labelled positive (“flagged”), others are labelled negative. This simple
mechanism makes it possible to adjust the behaviour of the system to the requirements of the
application. For example, in a scenario where error detection is done fully automatically, one
may opt for a ‘high-precision’ setting, in which only ‘sure’ errors are flagged: this would require
setting 3 close to zero. In contrast, a ‘high-recall’ scenario would be one where we wish to find
as many errors as possible, possibly at the expense of flagging sentences that do not contain
errors; in this case, one would set 3 to a larger value.

We have run our methods on the annotated data provided by PSC, and compared the results
obtained to the manual annotations, under different settings of threshold . Figure 2 below
illustrates how Precision and Recall vary as g is set to values ranging between 0 and 1, under
different setups. Plots in the left column show the performance of the YiSi-based method on its
own, and plots in the right column show their behaviour when combined with the ‘and/or filter
described in the previous section. The top row shows the results of systems trained with
unsegmented PSC data, the middle row shows results with segmented PSC data, and the
bottom row shows results with WMT data. In all plots, the yellow curve (‘volume’) displays the
proportion of all segments that obtain scores below the given g threshold.

As generally expected, it can be seen in these charts that precision and recall vary according to
the value of g3: if we set 8=1, then the score produced by the system for every pair of sentence
falls below the threshold, and consequently, every sentence gets flagged. We then obtain a
perfect recall (R=1), but this is at the expense of precision, which then falls to the overall rate of
erroneous sentences in the data (approximately 10%). As (8 is set lower, the system flags fewer
errors, and therefore recall goes down, but precision typically goes up (if it didn’t, that would
mean that the systems essentially assign scores randomly; fortunately, this doesn’t seem to be
the case). With =0, only sentences that obtain a score of zero are flagged.

Our results also suggest that systems trained with PSC data (two top rows) perform much better
than those trained with WMT data (bottom row), both in terms of precision and recall. This
highlights the importance of using domain-specific data for this type of task, as opposed to
generic bilingual corpora, such as the WMT corpus. Furthermore, systems trained on
unsegmented PSC data (top row) perform better than those trained on segmented data (middle
row): for the former, precision is typically higher regardless of the threshold, and recall seems to
be unaffected.

Finally, the and/or filter used to detect problems with coordinating conjunctions greatly improves
recall: under all settings, recall at =0 jumps from 10-15% without filtering to values above 50%
with filtering. However, this is at the expense of precision, which then falls from 70-80% to
around 35%. This general trend continues with higher values of g.



PSC

== precision == recall == yolume

0.5

025

B threshold

PSC_seg

== precision == recall == volume

B threshold

WMT

== precision == recall == volume

0 0.2 0.4 06 0.8

B threshold

PSC + and/or

== precision == recall == volume

0.75 ’f
0.5
0.25
0
0 0.2 0.4 0.6 0.8
B threshold

PSC_seg + and/or

== precision == recall == volume

0.75

\

0.5
0.25
0
0 0.2 0.4 0.6 0.8
B threshold
WMT + and/or
== precision == recall == volume
1
0.75
0.5
0.25
0
0 0.2 0.4 0.6 0.8
B threshold

Figure 2: Precision, Recall and Volume of automatically flagged equivalence errors as a
function of threshold g, under different conditions.



When dealing with large quantities of text in an interactive setting, a different approach to using
an error detection mechanism such as ours is to score all pairs of segments, then present them
to the user in increasing order of scores. The idea is that the user can go down the list and
manually validate error detection until he or she reaches a point where she or he is willing to
tolerate remaining errors, on the assumption that few are left.

Figure 3 displays the recall of all tested methods, as a function of the amount of text examined
by the user in such a scenario. This tells us how much data the user must examine in order to
identify a given percentage of all equivalence errors.

For example, from this chart, it can be seen that the YiSi-based method on its own (i.e. without
and/or filtering), trained on unsegmented PSC data (“PSC”; blue curve), displays the highest
recall when only 10% of the data is presented to the user for validation: with this method,
approximately 38% of all errors can be detected by examining only the 10% lowest-scoring
sentences in the data set. However, if the user is willing to examine more data, then adding
‘and/or filtering’ 1o this system (“PSC+and/or”, red curve) improves recall: with this setting, the
user could detect 75% of all errors by examining approximately 28% of the data. In contrast,
using a system trained on WMT data with ‘and/or filtering’ instead (“WMT+and/or”, turquoise
curve), to find the same number of errors, the user would need to examine close to 50% of the
data. As a further point of comparison, without the help of any scoring method, the user would
theoretically need to examine 75% of the data to find 75% of the errors.

Recall of subsets of lowest-scoring sentences

== PSC == PSC + and/or PSC_seg == PSC_seg+and/or == WMT WMT + and/or

0.75

0.5

Recall

0.25

20% 40% 60% 80% 100%

Sentences (% of test set)

Figure 3: Recall of subsets of lowest scoring sentences, for subsets ranging from 10% to
100% of test data, using various scoring methods.



Examples

Tables 4 and 5 below give examples of low-scoring pairs of sentences. Table 4 has seven
examples in which the PSC system gives a score of zero. Many of these cases are instances
where a sentence in one language does not appear in the other language (lines 2 and 5).
However, there are also a number of cases in which one of the languages contains a single
‘word’ which the system does not recognize, what we call ‘out-of-vocabulary’ words (OOV’s).
For instance, in line 1, ‘Self-confidence’ is unknown to the system. In line 3, as a result of a
word-segmentation error, the string ‘a)<TAB>télécommunications’ is viewed as a single word,
which again the system obviously doesn’t recognize. The URL'’s in line 4 are both OOV’s, and
the system obviously has no way of knowing whether or not they point to equivalent documents.
Lines 8-16 are examples where the system produces low, non-zero scores. Many of these
examples coincide with real equivalence errors (8, 10, 13, 15). In other sentences, we suspect
that the low scores are also caused by OOV’s, some of which are the result of
word-segmentation errors.

Table 5 shows examples of sentences for which the PSC system produced a non-null score, but
for which the PSC+and/or system outputs zero. These are precisely the situations that the
and/or system is aiming to flag: sentences where the numbers of ‘and’ and ‘or’ don’t match
across languages. As can be seen, a good number of these coincide with real equivalence
errors.



No

10
11

12

13

14

15

16

ID

259027

803165

810033

815640

837546
852378

855660
855660

852378
785734
922348

785734

928566

880708

884025

815640

EN
Self-confidence

The process will staff
entry-level positions that
do not require specialized
qualifications.

a) telecom

http://www.psc-cfp.gc.ca/p

FR

Confiance en soi

a)<TAB>télécommunicati
ons

http://www.psc-cfp.gc.ca/p

pc-cpp/psc-tests-cfp/sim-4

pc-cpp/psc-tests-cfp/sim-4

28-eng.htm

Portability

OPERATIONAL
REQUIREMENTS

Various tenures

Service
buyback/Valuations

Work permit

Disposal

Productivity/Recognition:

Indeterminate, Specified
period

Prioritizing
A random selection may
be used at any given time

throughout the
assessment phase

STREAM 2:
INSTRUCTOR DATA
COMM SYSTEM
MAINTENANCE (S2)

28-fra.htm

Les personnes retenues
doivent satisfaire a ces
conditions d'emploi et les
conserver pendant toute
la durée de leur emploi.

Transférabilité

BESOINS
ORGANISATIONNELS

divers mandat

Rachat de
service/Evaluations

Autorisation d'emploi
élimination;
Productivité/Rayonnemen
t professionnel:

Indéterminé, Mutation

Capacité d'établir les
priorités.

Une sélection aléatoire
pourrait étre faite.

VOLET 2 : ENTRETIEN
DU SYSTEME DE
COMMUNICATION DES
DONNEES DE
L'INSTRUCTEUR (V2)

Diff?
No

Yes

No

No

Yes

No

Yes

Yes

No
Yes
No

No

Yes

No

Yes

No

PSC

0
0.0751254

0.10684
0.119304
0.175732

0.178725

0.271965

0.277241

0.293954

0.307769

Table 4: Examples of sentences for which the PSC system produces low scores.


http://www.psc-cfp.gc.ca/ppc-cpp/psc-tests-cfp/sim-428-eng.htm
http://www.psc-cfp.gc.ca/ppc-cpp/psc-tests-cfp/sim-428-eng.htm
http://www.psc-cfp.gc.ca/ppc-cpp/psc-tests-cfp/sim-428-eng.htm
http://www.psc-cfp.gc.ca/ppc-cpp/psc-tests-cfp/sim-428-fra.htm
http://www.psc-cfp.gc.ca/ppc-cpp/psc-tests-cfp/sim-428-fra.htm
http://www.psc-cfp.gc.ca/ppc-cpp/psc-tests-cfp/sim-428-fra.htm

EN

Ability to determine work
methods for the
maintenance of cranes

920071 and plant equipment

Knowledge of high profile

800170 Justice initiatives/issues.

Knowledge of Treasury
Board Secretariat's (TBS)
Directive on Departmental
Security Management
(DDSM).

Willingness and ability to
work on a full time basis
(37.5 hours) between
7:30AM and 5:00PM from
Monday to Friday,
depending on the
position.

849043

888083

877735 Analytical/Critical Thinking

Recent and significant
experience in working
with VAC's program
payments, such as
disability pensions,
disability award,
871663 treatment, VIP, WVA.

d) LAN/WAN/MAN
810033 solutions

FR Diff?  PSC+andor

Capacité d'attribuer le
travail et d'enseigner a
d'autres personnes les
methodes et les

procedures de travail. Yes
Connaissance de

différentes lois fédérales

et de reglements. No

Connaissance des
principes et techniques de
la gestion du

changement. Yes

Consentir a travailler a
temps complet (37.5
heures) entre 7 h30 et 17

h 00 du lundi au vendredi. Yes

Raisonnement analytique

et esprit critique No

Expérience récente et
significative du traitement
des prestations versées
au titre des programmes
d'Anciens Combattants
Canada (ACC),
notamment des
indemnités d'invalidité,
pension d'invalidité, du
PACC et des allocations
aux anciens combattants. Yes

d)<TAB>les solutions par
réseau local (RL) ou par
réseau étendu (RE) ou
par réseau métropolitain

(MAN) No

0

0

PSC

0.243617

0.264282

0.334118

0.359679

0.366968

0.388779

0.406894

Table 5: Examples of sentences for which the ‘PSC+and/or’ system produces

scores of zero.



Conclusions

We have presented our analysis of the PSC SOMC data, and the results of our preliminary
experiments with Al methods aimed at automatically detecting translation equivalence errors
between English and French SOMC'’s.

We feel that the results obtained thus far are encouraging. In particular, with our current best
system used in an interactive setting in which a user is presented a list of segment pairs, with
those most likely to contain equivalence errors on top, we found that it would be possible to
identify as much as 75% of all existing errors by examining less than 30% of the text.

We further believe that improvements in performance could be achieved through various
modifications and additions to the proposed technique. For example, in other similar settings,
we have found that more accurate measures of equivalence can sometimes be achieved by first
using machine translation to translate one version in the other language, then measuring
semantic similarity in a single language, rather than bilingually as is done here. Also, the simple
filtering mechanism that we have used to detect equivalence errors involving coordinating
conjunctions (‘and’ and ‘or’) could be refined substantially, to improve both its recall and
precision. Other similar ad hoc filters could also be incorporated, for example, to detect
untranslated segments, insertions and omissions, mismatching numbers, etc. Some of the
examples in the previous section also suggest that simple improvements to our
word-segmentation method could lead to more accurate scores.

Another important aspect is the amount of data used to build word embeddings on which the
system relies to measure semantic similarity. Our experiments have shown that using in-domain
data is crucial to accurately detect equivalence errors. However, we have performed a
preliminary analysis of ‘out-of-vocabulary’ words (OOV’s), i.e. words that are unknown to the
word embeddings, and that are therefore not properly taken into account by the similarity score.
What our analysis reveals is that many of these OOV’s are actually common words. This
suggests that we could benefit greatly from using much larger amounts of training data to build
our word embeddings. Of course, if the PSC can provide more data similar to the unannotated
data used for this preliminary study, this would be ideal. But it may also be possible to find data
similar in nature to that provided by the PSC in other parts of the government, such as the
Translation Bureau. This is something we plan to explore in Phase 2 of this collaboration.
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