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ABSTRACT
Purpose:  Artificial Intelligence (AI) and Machine Learning (ML) are being explored to improve 
systematic evidence gathering and to identify patterns across datasets. Their integration into the 
development of radiation Adverse Outcome Pathways (AOPs) offers an opportunity to accelerate 
data consolidation in radiation protection. AOPs provide a structured, transparent framework that 
links molecular-level perturbations to adverse outcomes relevant to risk assessment. Despite their 
value, AOP development is hindered by manual evidence mapping, the complexity of multi-level 
biological responses, and fragmented data across platforms, experimental models, and 
epidemiological studies. Herein, we explore the role of AI/ML in overcoming these challenges by 
enabling extraction, annotation, and integration of heterogeneous data sources. AI assist in 
identifying Key Events (KEs), inferring Key Event Relationships (KERs), and suggesting putative AOP 
structures by mining scientific literature and experimental datasets. We propose an AI-driven AOP 
development plan that includes: (1) establishing curated, open-access training datasets annotated 
with AOP-relevant biological and exposure entities; (2) applying domain-specific natural language 
processing techniques to extract mechanistic insights from unstructured literature; (3) deploying 
supervised and unsupervised ML methods to identify and prioritize KEs; (4) constructing transparent 
causal models using knowledge graphs and probabilistic inference to capture mechanistic 
directionality; (5) enabling automated narrative generation and evidence scoring; and (6) integrating 
iterative expert feedback and new data for continuous model refinement. This phased approach 
bridges data readiness, computational modeling, and domain expertise to advance the integration 
of AI/ML into AOP development. Challenges such as model interpretability, data sparsity for low-dose 
radiation effects, ethical considerations, hallucination in large language models and validation of 
AI-inferred pathways are discussed.
Conclusions:  While fully AI-assisted radiation AOPs remain conceptual, the review provides a 
methodological foundation for their future development. AI/ML offers a means to accelerate 
radiation AOP development, facilitating systematic organization, integration, and prioritization of 
biological and experimental data.

Introduction 

The integration of Artificial Intelligence (AI), particularly 
Machine Learning (ML) into scientific research is changing 
the way complex biological and health-related challenges are 
addressed (Bibault et  al.  2016; Lustberg et  al.  2017). By 
enabling the analysis of large and diverse datasets, AI/ML 
technologies may prove useful in a variety of applications, 
including data organization to the development of models to 
support risk assessment practices (Singh et  al.  2024). Indeed, 
organizations like the International Collaboration for the 
Automation of Systematic Reviews (ICSAR), the U.S. 

Environmental Protection Agency’s Integrated Risk 
Information System (IRIS), the U.S. National Toxicology 
Program (NTP), and the European Food Safety Authority 
(EFSA) are exploring AI applications in chemical risk assess-
ments for streamlining evidence review processes and 
strengthening transparency and reproducibility (Guo et  al. 
2023; Hartung 2023; Sinha et  al.  2023) that could also ben-
efit radiation protection for both humans and the environ-
ment (Jaylet et  al.  2023; Baudiffier et  al.  2024; Jaylet et  al. 
2025). The abundance of both structured and unstructured 
data in radiation research, combined with the relatively 
well-characterized and consistent biological mechanisms of 
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radiation exposure at high doses, make it an ideal field for 
applying advanced computational applications, particularly in 
the context of adverse outcome pathways (AOPs).

AOPs offer a systematic approach to connecting 
molecular-level disruptions to adverse health outcomes 
(Ankley et  al.  2010; OECD 2018; Chauhan, Beaton, et  al., 
2022; Chauhan, Hamada, et  al.,  2022). These pathways are 
organized hierarchically, tracking how an initial molecular 
perturbation (e.g. DNA damage) propagates through various 
biological levels, ranging from cellular responses to organ 
change, ultimately leading to a detrimental health outcome, 
such as cancer. An AOP consists of several key events (KEs), 
which are biologically relevant measurable changes that 
occur across levels of biological organization (macromolecu-
lar, cellular, tissue, organ and organism/population). The 
pathway is initiated by a molecular-level event, known as the 
molecular initiating event (MIE) such as deposition of 
energy for radiation stressors (Chauhan et  al.  2021; Sherman 
et  al. 2023). Key event relationships (KERs) define the causal 
relationships between KEs. By mapping these pathways, a 
better understanding of how a specific initiating event can 
lead to adverse outcome(s) (AOs) can be determined. The 
added value of the MIE to KE to KER and AO sequence lies 
in its causal and modular design, which enables (1) trans-
parent hypothesis testing and evidence mapping, (2) quanti-
tative translation of mechanistic data into dose-response 
relationships (qAOPs), and (3) eventual risk assessment 
interpretability.

To support radiation risk assessments, linear, qualitative 
AOPs must be evolved into qAOPs. This means incorporat-
ing dose-response and temporal information within KERs 
and linking these to AOs to enable probabilistic modeling 
and quantitative interpretation of biological effects. 
Quantitative AOPs can then be represented as probabilistic 
graphical models (e.g. Bayesian or dynamic Bayesian net-
works) or mechanistic models supported by statistical emu-
lators. These approaches enable estimation of the likelihood 
of AOs based on dose and key covariates (e.g. age, sex), 
while transparently propagating uncertainty from experimen-
tal and modeling sources. Hierarchical Bayesian approaches 
are particularly effective for integrating diverse experimental 
and epidemiological data and capturing variability across 
studies and individuals (Conolly et  al.  2017; Perkins et  al. 
2019). These predictive models can then be used for assess-
ing the health risks associated with any exposure type. Since 
biological systems are inherently variable, probabilistic AI 
methods offer a way to represent and quantify uncertainty 
rather than eliminate it.

AI/ML tools may offer substantial improvements in the 
efficiency of developing qualitative and quantitative radiation 
AOPs by enabling the integration and analysis of large, com-
plex, and heterogeneous datasets (Kalogiannidis et  al.  2024), 
although practical examples of this integration remain lim-
ited and are still emerging. Even now, AI-based tools such 
as DistillerSR and SWIFT Active Screener are being used to 
facilitate the automated screening of scientific literature. In 
particular, natural language processing (NLP) tools such as 
AOP-helpFinder (https://aop-helpfinder.u-paris-sciences.fr/), 
Scibite (https://scibite.com/), BioBERT (https://bio.tools/

BioBERT), SciBERT (https://github.com/allenai/scibert), 
PubmedGPT (PubMed-GPT) and SciSpaCy (https://spacy.io/
universe/project/scispacy) are increasingly used to support 
literature-based extraction, which can accelerate the develop-
ment of AOPs (Jornod et  al.  2022; Jaylet et  al.  2025). By 
leveraging ML, these tools could screen abstracts from sci-
entific literature to uncover relationships. Furthermore, they 
could assist in identifying relevant radiation biological mech-
anisms, biomarkers, and exposure-outcome linkages from 
unstructured scientific text. Further development of methods 
for extraction of data from full pdf documents including 
tabular information is underway for both literature and clin-
ical information (Strudwick et  al.  2024).

Nonetheless these technologies strongly depend on the 
quality and quantity of data, requiring substantial manual 
oversight and expert validation. More advanced AI applica-
tions for semi-automated data extraction and evidence syn-
thesis such as RobotReviewer (Marshall et  al.  2016), and 
Dextr (https://www.niehs.nih.gov/research/atniehs/labs/iha/
dextr) remain largely in the proof-of-concept phase and are 
not yet ready for implementation in risk assessment prac-
tices. A significant challenge for these AI platforms is major 
differences in data structures and formats, naming conven-
tions as well as the limited availability of training datasets, 
which hinders their ability to refine algorithms and enhance 
their overall performance (Lin and Chou 2022). Addressing 
these challenges necessitates standardized datasets capturing 
diverse biological mechanisms and outcomes to train and 
optimize ML models. Ionizing radiation (IR) exemplifies a 
dataset-rich domain, with decades of mechanistic, epidemio-
logical, and omics data spanning molecular, organismal, and 
population-level outcomes. Leveraging the structured frame-
work of AOPs can facilitate the organization and integration 
of these diverse datasets, enhancing the automation and 
scalability of AOP development using AI/ML.

Although the review will primarily focus on AI/ML 
methods and AOP development in general, the approaches 
described are directly applicable to radiation research from 
radiotherapy, spaceflight, and environmental studies. 
Collectively, AI-assisted AOP development can enhance sci-
entific transparency, efficiency, and strengthen the mechanis-
tic basis for radiation risk evaluation (Table 1). Established 
radiation-relevant AOPs, such as those for cataracts 
(Carrothers et  al.  2024), lung cancer (Sherman et  al.  2023), 
learning and memory impairment (Sleiman et  al.  2024), vas-
cular remodeling (Kozbenko et  al.  2024) and bone loss 
(Sandhu et  al.  2024), provide concrete contexts in which 
these AI/ML strategies can be deployed. These established 
radiation AOPs can offer a foundation for validating and 
benchmarking AI-based methods. Future work will build on 
this foundation to implement AI-assisted identification, 
quantification, and validation of KERs specifically for 
radiation-induced AOs. Although AI-assisted radiation AOPs 
are not yet fully mature, the methodologies presented here 
establish the groundwork needed to move the field toward 
practical implementation. Applying these approaches will 
accelerate radiation AOP development and strengthen their 
relevance for radiation risk assessment. The following out-
lines key considerations and steps for integrating AI/ML into 

https://aop-helpfinder.u-paris-sciences.fr/
https://scibite.com/
https://bio.to
https://github.com/allenai/scibert
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radiation AOP development, highlighting suitable radiation 
data sources, model training, and current limitations.

AOP development and AI/ML integration

Traditionally, hypothetical AOPs are developed through an 
expert-driven process, involving the manual identification, 
evaluation, and integration of mechanistic evidence from 
diverse scientific sources. While this approach leverages deep 
topic-specific knowledge, it is susceptible to subjective bias 
and inconsistencies in evidence selection. To mitigate these 
concerns, more systematic and transparent methodologies 
have been proposed (Kozbenko et  al.  2022). However, these 
approaches can be time- and resource-intensive, particularly 
given the growing volume, heterogeneity, and complexity of 
relevant biological data.

A typical AOP development workflow begins with a scop-
ing review to characterize the available evidence for a spe-
cific AO and prototypic stressor, while recognizing that 
AOPs are inherently stressor-agnostic. This process system-
atically retrieves and synthesizes findings from multiple 
domains, including mechanistic in vitro studies, in vivo ani-
mal models, epidemiology, and computational modeling. To 
enhance focus and reproducibility, developers often use a 
Population-Exposure-Outcome-Endpoint (PEO/E) statement 
to define the target population, nature of exposure, AO of 
interest, and relevant KEs. For example, a PEO/E statement 

could be: ‘Cells, animal, and human models (Population) 
exposed to the spaceflight environment (Exposure), leading 
to learning and memory impairment (Outcome), as mea-
sured by changes in oxidative stress, DNA damage, altered 
stress-response signaling, and neural remodeling markers 
(Endpoint) (Sleiman et  al.  2024). While not mandatory, the 
PEO/E statement helps structure evidence mapping and 
aligns mechanistic data with research objectives (Kozbenko 
et  al. 2022).

Throughout development, clearly defining measurement 
endpoints for each KE is essential. This involves specifying 
molecular, cellular, and organ-level markers, and, where pos-
sible, identifying temporal and dose–response concordance 
to strengthen causal inference and biological plausibility. To 
evaluate the strength of evidence supporting each KE and 
KER, developers typically apply a structured weight-of-evi-
dence approach informed by modified Bradford Hill criteria, 
including temporality, dose-, incidence-concordance, essenti-
ality, plausibility, and consistency (Becker et  al.  2015). The 
AOP development process is iterative and flexible, allowing 
adaptation based on data availability, intended application, 
and context-specific considerations. Although emerging tools 
and frameworks are enhancing efficiency, expert interpreta-
tion and critical appraisal remain central to constructing sci-
entifically robust AOPs.

AI/ML technologies can support multiple aspects of AOP 
development, including (1) generating hypothetical AOPs, 
(2) classifying and prioritizing data, (3) retrieving relevant 
evidence, (4) identifying applicable modified Bradford Hill 
criteria, and (5) formulating narrative summaries. The fol-
lowing sections describe each step in detail and highlight 
how AI/ML can streamline these processes (Figure 1).

Hypothetical AOP

The first step in AOP development involves generating a 
hypothetical pathway. Natural Language Processing (NLP) 
can facilitate this process by efficiently extracting relevant 
mechanistic information from the scientific literature and 
large dataset NLP, a branch of AI, can be employed to scan 
vast amounts of scientific literature and databases to identify 
key biological events associated with specific prototypic 
stressors and AOs (Corradi et  al.  2024). This information 
can then be used to propose candidate KEs or event 
sequences. Using techniques such as topic modeling, text 
mining, and entity recognition, AI/ML systems can uncover 
patterns, correlations, and previously unexplored relation-
ships between hazardous exposures and their potential 
adverse effects. For example, a ML algorithm could mine 
bibliographic databases like PubMed, structured datasets 
such as the Comparative Toxicogenomics Database (CTD) 
or NASA’s GeneLab (https://www.nasa.gov/osdr/) to detect 
recurring molecular mechanisms linked with IR-induced 
biological effects, such as DNA damage, oxidative stress, or 
inflammation pathways that are relevant to endpoints like 
lung cancer, cognitive dysfunction, or cardiovascular disease 
(Jaylet et  al.  2025). By integrating such tools into the early 
stages of AOP development, AI/ML can help researchers 

Table 1.  Benefits of AI-assisted AOP development for radiation protection.

Aspect
Traditional 

(human-based) AI-assisted
Benefit for radiation 

protection

Evidence 
gathering

Manual, 
time-consuming, 
limited coverage

Automated text 
mining and 
NLP across 
large 
datasets

Rapid, synthesis of 
radiation data

Data integration Expert-dependent ML-based 
integration of 
multi-omics 
and clinical 
data

Links molecular and 
tissue-level 
radiation 
responses

KE/KER 
identification

Expert-dependent AI detects and 
ranks causal 
relations

Reveals hidden or 
complex 
radiation 
mechanisms

Evidence 
evaluation

Manual, qualitative 
Bradford-Hill 
scoring

Automated, 
quantitative 
confidence 
scoring

Ensures reproducible 
evaluation of 
radiation AOPs

Causal modeling Qualitative Bayesian and 
graph-based 
modeling.

Enables quantitative 
AOPs (qAOPs) for 
dose–response

Narrative 
construction

Manually written 
summaries

LLM-generated, 
standardized 
reports

Improves clarity and 
consistency for 
regulatory use

Validation & 
update

Periodic expert 
workshops

Continuous 
AI–expert 
feedback 
loop

Real-time updates 
with new 
radiation findings

Scalability Slow and siloed Automated and 
interoperable

Expands 
radiation-specific 
AOP coverage 
efficiently

Overall outcome Static and 
qualitative

Dynamic, 
data-driven, 
and 
predictive

Supports 
mechanistic, 
quantitative risk 
assessment

https://www.nasa.gov/osdr/
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efficiently generate and refine hypothetical AOPs grounded 
in existing scientific evidence.

Classifying data types

Classifying types of data (e.g. mechanistic, observational, in 
vitro, in vivo) remains a foundational step in AOP develop-
ment that AI/ML can streamline. Supervised learning algo-
rithms use ‘supervisor’ provided sample labels to either 
determine major characteristics (e.g. features) or to develop 
models for the classification of new data. In this way, super-
vised methods can be trained to classify studies based on 
features such as biological level, or endpoint. This helps pri-
oritize relevant evidence and organize it according to the 
biological hierarchy of an AOP. In the absence of labeled 
datasets, unsupervised learning methods like clustering and 
dimensionality reduction can identify patterns or novel 
groupings across diverse data types. However, the true value 
of AI/ML lies in its ability to facilitate the integration of 
heterogeneous datasets and support systems-level modeling. 
One such framework is the RGGCA (Realistic Generative 
Graph-based Causal Architecture), which leverages causal 
inference and graph theory to systematically organize and 

model the relationships between diverse biological measure-
ments, such as gene expression, protein activity, and pheno-
typic endpoints (e.g. generative causal modeling and 
causality‑aware graph neural networks) (Kuznets-Speck et  al. 
2025; Triantafyllidis and Aguas 2025). Applied to AOP 
development, such frameworks allow researchers to identify 
causal paths and strengthen confidence in event linkages, 
even across multiple data modalities. These integrative 
approaches are especially powerful in the context where evi-
dence may span genomics, proteomics, clinical data, and 
exposure modeling. AI/ML models, when embedded within 
structured knowledge frameworks like RGGCA or linked to 
ontologies such as gene ontology (GO), AOP ontology 
(AOPO) or the AOP-Wiki, can facilitate interoperability, 
gap-finding, and the prediction of plausible AOP structures.

While integrative frameworks like RGGCA are essential, 
the broader field of statistical causal discovery (SCD) pro-
vides a complementary approach to inferring relationships 
(Hiki et  al.  2025). SCD can help in assessing the statistical 
reliability of KERs by estimating the confidence in inferred 
edges, handling missing data via imputation, and evaluating 
sensitivity of causal relationships. Importantly, SCD also sup-
ports hypothesis generation: by discovering unexpected 
causal pathways or intermediate KEs not yet described in 

Figure 1. D etailed artificial intelligence/machine learning (AI/ML) integration checklist for Adverse Outcome Pathway (AOP) development. Comparative 
Toxicogenomics Database (CTD); Natural Language Processing (NLP); Gene Ontology (GO); large language model (LLM); molecular initiating event (MIE); key events 
(KEs); key event relationships (KERs); adverse outcomes (AOs).
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existing AOP literature, it can suggest new experiments or 
measurements to fill gaps. However, the work also acknowl-
edges challenges which include distinguishing direct and 
indirect causation, dealing with latent confounders, and 
ensuring that datasets are sufficiently rich and properly 
structured. Thus, when combined with domain knowledge, 
mechanistic evidence, and structured ontologies, SCD can 
enhance current AOP building practices, helping both to 
refine proposed pathways and to reveal weak KERS needing 
further validation.

Gathering relevant evidence

Once a hypothetical AOP has been proposed, the next step 
is evidence gathering, systematically collecting and organiz-
ing relevant data from diverse sources such as research 
papers, toxicology databases, epidemiological reports, and 
experimental studies. AI/ML tools can significantly stream-
line this process by automating the identification, extraction, 
and organization of both structured and unstructured infor-
mation. Large Language Models (LLMs) such as ChatGPT, 
BioBERT (Lee et  al.  2020), and SciSpacy (Neumann et  al. 
2019) are increasingly used in this context.

Extending this trend, recent advances in transformer-based 
architectures have substantially enhanced the ability of AI/
ML tools to parse, contextualize, and synthesize complex 
biomedical evidence for AOP development. BioClinical 
ModernBERT (Sounack et  al.  2025) and ModernBERT 
(Warner et  al.  2024) are better at key tasks such as finding 
biological entities, linking KERs, and connecting evidence 
across studies. This makes them useful for identifying MIEs, 
KEs, and AOs. Because they can work with both structured 
sources (e.g. databases and ontologies) and unstructured text 
(e.g. research papers), helping to organize evidence more 
efficiently. When combined with AOP resources such as 
AOPO or AOP-Wiki, they can also suggest new KERs and 
highlight gaps where more research is needed. In this way, 
modern LLMs are becoming important tools for expediting 
and improving AOP development.

These models are capable of processing scientific litera-
ture to extract key biological events, stressors, exposure con-
ditions, and outcomes. For instance, BioBERT, a 
domain-specific model pre-trained on biomedical texts, per-
forms well in named entity recognition (NER) and relation 
extraction (RE) tasks, making it effective for parsing mech-
anistic data from toxicology studies. Similarly, SciSpacy 
offers customizable NLP pipelines for identifying biological 
terms and study parameters. As a variety of biological and 
molecular information is now available in publicly available 
databases, combination and reorganization of these disparate 
data sources is needed for ML model training and knowl-
edge design, while AI can be simultaneously used in data 
selection and clean-up from the sourced databases.

Advanced deep learning architectures, including convolu-
tional neural networks and transformer-based models, can 
be fine-tuned to recognize experimental design elements, 
dose metrics, and biomarker readouts. These tools enable 
rapid evidence collation from thousands of publications, far 

more efficiently than manual review. For example, LLMs can 
flag sentences that reference KEs, AOs, or temporal 
sequences, enabling semi-automated construction of AOPs 
that would still require expert review. Among the notable 
tools developed in this space is AOP-helpFinder (Carvaillo 
et  al. 2019), a computational platform designed to automat-
ically identify, extract, and prioritize relationships between 
stressors (e.g. ionizing radiation) and AOP components such 
as MIEs, KEs, and AOs by computing scores that support a 
weight of evidence. Developed through European collabora-
tive initiatives such as RadoNorm, OBERON, and PARC 
(Partnership for the Assessment of Risks from Chemicals), 
AOP-helpFinder uses NLP techniques to mine scientific 
abstracts in PubMed. It identifies co-occurrences and con-
textual relationships between stressors and biological events, 
and between events through text normalization methods, 
including stemming and lemmatization. While stemming 
heuristically strips word endings (e.g. improving → improv), 
lemmatization uses ML and linguistic rules to identify the 
root dictionary form (e.g. improving → improve), allowing 
for more precise interpretation and retrieval. AOP-helpFinder 
enables the automatic network representation of KERs and 
supports the annotation of the KEs using external data 
sources (e.g. KEGG, DisGeNet).

Although tools like AOP-helpFinder are not yet fully 
automated, they exemplify how AI/ML could support 
expert-driven AOP development by improving the efficiency 
of extracting actionable insights even from scarce or highly 
specialized datasets (Jaylet et  al.  2025). Ensemble methods 
such as random forests, Bayesian classifiers or gradient 
boosting can further enhance integration of heterogeneous 
data by weighing evidence quality and resolving conflicting 
results. Additionally, transfer learning, where a model trained 
on one domain (e.g. PM2.5-induced lung toxicity) is adapted 
to another (e.g. lung damage from radon or ionizing radia-
tion), offers promise in data-limited areas. Newer causal ML 
techniques can estimate treatment/exposure effects adjusting 
for confounders; they should be considered for epidemiolog-
ical evidence integration and for dose-response estimates 
(Feuerriegel et  al.  2024).

Identifying modified Bradford Hill criteria

To strengthen the evaluation of evidence in AOP develop-
ment, AI/ML can be used to systematically assess the mod-
ified Bradford Hill criteria for causality. By training on large 
datasets with known causal relationships, these models can 
quantify and support each criterion, leveraging knowledge- 
based training to move beyond classical correlation methods. 
In particular, ML regression models can analyze dose-response 
relationships and provide quantitative assessments of the 
strength of association between exposure and outcome. This 
approach can automatically calculate effect sizes or statistical 
significance, providing further evidence for causal links 
(Feuerriegel et  al.  2024). AI can evaluate the temporal rela-
tionships, linear or non-linear and non-parametric, between 
exposure and outcome by analyzing time-series data from 
experimental and epidemiological studies. Moreover, AI can 
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aggregate results from diverse studies and check for consis-
tency across study designs. While traditional meta-analysis 
provides a statistical framework for comparing outcomes, 
AI/ML approaches can help automate data extraction, iden-
tify patterns across heterogeneous datasets, and highlight 
biologically plausible relationships among proposed KEs. By 
facilitating modeling of dose-response relationships using 
ML models (e.g. support vector machines or neural networks), 
AI can further explore potential outcomes under different 
exposure scenarios.

Formulating narrative statements

Once sufficient data is gathered, AI/ML can also assist in 
automating the generation of narrative statements that 
summarize and contextualize the evidence (Bednarczyk 
et  al.  2025). Using advanced NLP techniques such as 
extractive and abstractive summarization, AI can distill 
large volumes of complex scientific information into con-
cise and coherent summaries. These summaries could 
describe key findings from the evidence base, such as the 
relationships between molecular markers and AOs, the 
strength of evidence for each biological event, and the tem-
poral progression of the pathway. NLP-based systems can 
automatically generate summaries that maintain scientific 
rigor while simplifying complex data into narrative state-
ments that are accessible to regulatory agencies or policy-
makers. Additionally, AI models can be trained to identify 
and articulate causal relationships within the gathered data, 
using techniques from causal inference modeling. For 
example, AI can leverage causal graphs or Bayesian net-
works to infer direct and indirect interactions between key 
biological events and their role in the outcome. The AI 
system could then generate narrative statements that out-
line how one biological event (e.g. oxidative stress) leads to 
subsequent events (e.g. pro-inflammatory mediators), even-
tually culminating in an AO.

Data sources

Key data sources for AI/ML-enabled AOP development in 
radiation protection

To effectively apply AI/ML in the development of AOPs, a 
wide array of high-quality, domain-relevant data sources is 
essential. These include mechanistic, phenotypic, clinical, 
and literature-derived evidence. Together, they support pat-
tern recognition, hypothesis generation, and predictive mod-
eling especially important in fields like radiation protection 
where mechanistic understanding is vital and data integra-
tion remains a challenge. Below is a consolidated overview 
of the major data source categories relevant to AI/ML-enabled 
AOP development:

Existing AOP frameworks and knowledge graphs

The AOP-Wiki (www.aopwiki.org) serves as the central 
repository of curated AOPs, including MIEs, KEs, KERs, and 

AOs. Existing AOP networks such as those related to bone 
loss, cataracts, vascular remodeling, and neurocognitive 
decline provide structured knowledge that can be mined 
using AI to uncover new relationships and support KE  
harmonization. Tools like AOP-networkFinder (https://
aop-networkfinder.no/) use fuzzy string matching and 
Levenshtein distance algorithms to identify and visualize 
overlaps across AOPs in real-time, promoting semantic 
alignment and reducing redundancy. These frameworks offer 
training material for graph-based ML models aimed at iden-
tifying shared biological motifs and uncovering underex-
plored pathway interconnections. The interactive graph-based 
query engine AOPWIKI-EXPLORER (Kumar et  al.  2024), 
leverage LLMs to enrich and query AOP information using 
natural language, enabling users to explore granular details 
and visualize AOP networks.

Complementing these text-mining approaches, the recently 
developed AOP Network Viewer addresses the challenge of 
visualizing and analyzing the complex, interconnected nature 
of AOPs beyond simple linear representations (Seal et  al. 
2025). Built on a scalable client–server architecture with a 
graph database backend, the platform enables users to inter-
actively explore AOPs through features such as multi-pathway 
selection, dynamic path-finding, and advanced filtering. Its 
most innovative component is the integrated AI Analysis 
Panel, powered by a LLM, which provides context-aware 
insights using a structured, three-layer prompting system 
across multiple analytical modes. By combining network 
visualization with LLM-driven interpretation, the AOP 
Network Viewer transforms AOP analysis from passive 
browsing into an active, hypothesis-generating process. 
Demonstrated applications include evaluating endocrine dis-
ruptors, interpreting high-throughput screening data, and 
assessing chemical mixtures, highlighting its utility for both 
research and regulatory decision-making.

Toxicology, gene annotation, and radiation-specific 
databases

Foundational toxicology and bioactivity data can be 
drawn from:

•	 ToxCast and Tox21: High-throughput screening data 
on chemical bioactivity (Tice et  al.,  2013; Dix et  al. 
2007).

•	 ToxRefDB: In vivo toxicity data with phenotypic 
endpoints (Knudsen et  al.  2009).

•	 Comparative Toxicogenomics Database (CTD) and 
PubChem BioAssay: Gene-chemical-disease associa-
tions and bioactivity readouts (Wang et  al.  2014; 
Davis et  al.  2019).

Structured gene and pathway information is available for 
example:

•	 Gene Ontology (GO), Reactome, KEGG, Ensembl, 
and DisGeNET providing machine-readable insights 
into gene function, disease linkage, and signaling 

http://www.aopwiki.org
https://aop-networkfinder.no/
https://aop-networkfinder.no/
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netw rks.  ese support event alignment and omics      
contextualization (Ashburner et  al.  2000; Kanehisa 
et  al. 2017; Jassal et  al. 2020; Piñero et  al.  2020; Yates 
et  al. 2020).

Radiation-specific datasets such as STORE (www.storedb.
org) offer transcriptomics, proteomics, and cytogenetic pro-
files from high- and low-dose radiation studies. These are 
annotated with dose, timepoint, tissue type, and biological 
endpoint metadata, critical for training ML models to infer 
dose-response KEs and KERs in radiation contexts.

Multi-omics data repositories and integration tools

Repositories like NCBI GEO (Gene Expression Omnibus), 
EMBL-EBI ArrayExpress (https://www.ebi.ac.uk/biostudies/
arrayexpress), and PRIDE (PRoteomics IDEntifications 
Database) (https://www.ebi.ac.uk/pride/) contain large vol-
umes of omics data (transcriptomic, epigenomic, proteomic, 
metabolomic) relevant to radiation biology. These datasets 
are suitable for applying AI/ML methods such as clustering, 
dimensionality reduction, and KE prioritization. To address 
the statistical and computational challenges of integrating 
heterogeneous multi-omics data, several advanced tools have 
been developed (Subramanian et  al.  2020). Some of these 
tools include:

•	 Regularized Generalized Canonical Correlation 
Analysis (RGCCA) (Tenenhaus et al.  2015; Tenenhaus 
et  al. 2017)

•	 Sparse GCCA (SGCCA) (Löfstedt et  al.  2016)
•	 Similarity Network Fusion (SNF) (Wang et  al.  2014)
•	 iClusterPlus and Multi-Omics Factor Analysis 

(MOFA) (Mo and Shen 2013; Argelaguet et  al.  2020)

These techniques allow for the simultaneous analysis of 
multi-modal datasets, enabling discovery of causal molecular 
patterns across biological levels. Supervised methods can be 
used for biomarker identification linked to specific AOs, 
while unsupervised approaches can identify novel subgroups 
or KEs. At the same time, a number of methods have been 
developed for omics single sample network development 
(reviewed in Deschildre et  al.  2024) that can provide net-
works even in extremely limited sample sets for further inte-
gration and analysis.

Space agency data portals

Omics datasets generated through spaceflight experiments 
provide a unique opportunity to study radiation-induced 
biological effects.

•	 The National Aeronautics and Space Administration 
(NASA) GeneLab (https://www.nasa.gov/osdr/) 
houses transcriptomics data from space-exposed cell 
lines and rodents.

•	 The European Space Agency (ESA) website (ttps://
scispace.esa.int/topical-teams/space-omic) and the 

Japan Aerospace Exploration Agency (JAXA) web-
site similarly support space omics projects (https://
humans-in-space.jaxa.jp/kibouser/provide/mhu/71891.
html)

•	 The Canadian Space Agency (CSA) website contrib-
utes astronaut health data (https://www.asc-csa.gc.ca/
eng/sciences/vascular.asp).

These datasets help map perturbations related to space radi-
ation (e.g. galactic cosmic rays, solar particle events) to path-
ways relevant to supporting space-specific AOP development.

Clinical, epidemiological, and astronaut health data

Longitudinal epidemiological and clinical cohort studies are 
essential for grounding AOP development in human health 
outcomes. These studies provide insights into phenotypic 
effects, latency periods, causality, and inter-individual vari-
ability in susceptibility to radiation-induced health effects. 
Large-scale cohorts such as the Life Span Study (LSS) of 
atomic bomb survivors (Ozasa et  al.  2018), INWORKS 
(International Nuclear Workers Study) (Hamara et  al.  2015), 
Million Person Study (Boice et  al.  2022, 2024), and astronaut 
health registries maintained by NASA (available via NASA 
LSDA platform: https://nlsp.nasa.gov/explore/lsdahome/
lsahhome) offer valuable data on chronic, high/low-dose, and 
mixed-field radiation exposures. These datasets allow for the 
identification of delayed AOs, define as effects that manifest 
after a latency period following exposure and their potential 
mechanistic underpinnings. ML techniques can be employed 
to detect patterns in these complex datasets, including the 
discovery of susceptibility profiles or develop regression mod-
els for prediction of trajectory from single time points. 
Integrating clinical metadata such as imaging results, comor-
bidities, treatment histories, and lab values with exposure 
data enables a more comprehensive modeling of the transi-
tion from MIEs through KEs to AOs. Electronic Health 
Records (EHRs) from oncology cohorts (e.g. cancer patients 
receiving radiotherapy) and cardiovascular monitoring of 
exposed populations offer rich clinical details for AI-driven 
risk stratification and pathway inference. Public datasets such 
as Surveillance, Epidemiology, and End Results (SEER) 
(National Cancer Institute 2024), UK Biobank (Sudlow et  al. 
2015), and National Health and Nutrition Examination Survey 
(NHANES) (Centres for Disease Control and Prevention 
2023) complement these efforts by providing population-level 
phenotypic data that can be used to link health outcomes to 
upstream molecular mechanisms identified through omics or 
imaging studies. ML models trained on these integrated data-
sets can support phenotype-to-pathway mapping, helping to 
validate and refine proposed AOPs. By leveraging clinical and 
cohort data, AI-enhanced AOP development can bridge 
mechanistic knowledge and epidemiology data.

Computational models and simulations

Advanced computational radiation transport models such as 
PHITS (Particle and Heavy Ion Transport code System), 

http://www.storedb.org
http://www.storedb.org
https://www.ebi.ac.uk/biostudies/arrayexpress
https://www.ebi.ac.uk/biostudies/arrayexpress
https://www.ebi.ac.uk/pride/
https://www.nasa.gov/osdr/
https://humans-in-space.jaxa.jp/kibouser/provide/mhu/71891.html
https://humans-in-space.jaxa.jp/kibouser/provide/mhu/71891.html
https://humans-in-space.jaxa.jp/kibouser/provide/mhu/71891.html
https://www.asc-csa.gc.ca/eng/sciences/vascular.asp
https://www.asc-csa.gc.ca/eng/sciences/vascular.asp
https://nlsp.nasa.gov/explore/lsdahome/lsahhome
https://nlsp.nasa.gov/explore/lsdahome/lsahhome
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GEANT4 (GEometry ANd Tracking), and OLINDA/EXM 
(Organ Level INternal Dose Assessment/EXponential 
Modeling) play a critical role in generating high-resolution 
exposure data that can support AOP development, particu-
larly in contexts where empirical data is sparse (e.g. space-
flight, accidental exposures, or targeted radionuclide 
therapies). PHITS and GEANT4 provide tissue- and 
organ-level absorbed dose distributions, Linear Energy 
Transfer spectra, and relative biological effectiveness -adjusted 
doses for diverse radiation fields, including neutron, proton, 
heavy ion, and gamma radiation. These models have been 
used extensively in radiotherapy optimization, microdosime-
try, and astronaut radiation risk assessments (Allison et  al. 
2016; Sato et  al.  2018; ICRP 2023). OLINDA/EXM, widely 
applied in nuclear medicine, estimates internal dose distribu-
tions using standardized biokinetic models and organ phan-
toms (Norimatsu et  al.  2021). When combined with AI/ML 
approaches, these simulation platforms allow for predictive 
modeling of MIEs and KEs by linking spatial dose metrics 
to biological responses, thus serving as a computational 
bridge between physics-based exposure modeling and bio-
logical outcome prediction.

The integration of simulation data with omics (e.g. tran-
scriptomics, proteomics), imaging, and clinical outcome 
datasets enhances the mechanistic granularity and predictive 
utility of AOPs. AI/ML algorithms, such as deep learning 
and Bayesian networks, can be trained to identify causal 
links between simulated dose distributions and molecular 
responses observed in cell or tissue models, particularly 
where empirical data may not capture full exposure variabil-
ity. These tools can be further used to populate and refine 
AOPs by inferring plausible KEs and KERs, especially under 
conditions such as space radiation exposure or low-dose 
medical imaging. Harmonizing simulation outputs with 
structured knowledge resources (e.g. AOP-Wiki), omics 
repositories, and clinical registries allows AI/ML systems to 
operate across levels of biological organization and exposure 

complexity. This integration supports the generation of bio-
logically plausible, dose-informed AOPs that are not only 
mechanistically transparent but also suitable for use in radi-
ation risk modeling and regulatory science.

Key steps to use AI/ML in AOP development

Successfully incorporating AI and ML into the development 
of AOPs for radiation risk assessment requires a structured, 
phased approach that aligns with both data constraints and 
the current capabilities of AI technologies. The following 
steps outline a path toward implementation, combining  
data readiness, model deployment, and iterative validation 
(Figure 2).

Curate, annotate, and standardize radiation-relevant 
datasets

The foundation of any AI/ML application is high-quality, 
well-annotated data. Relevant datasets for radiation exposure 
scenarios (e.g. environmental radiation, space radiation, 
radiotherapy exposures) should be identified, cleaned, and 
harmonized. This includes:

•	 Omics datasets (e.g. transcriptomic, epigenomic, and 
proteomic profiles) from repositories such as GEO, 
ArrayExpress, and NASA’s GeneLab.

•	 Dose-response and phenotypic endpoint data from 
databases like STOREDB or ToxRefDB

•	 Mechanistic information derived from literature using 
AI-based mining tools such as AOP-helpFinder or 
SciBite.

Initial efforts should focus on a well-defined use case 
(e.g. IR leading to vascular remodeling). Data points (e.g. 
dose, time post-exposure, tissue type, response metrics) 
should be normalized and annotated using recognized 

Figure 2. G eneral steps to use artificial intelligence/machine learning (AI/ML) for Adverse Outcome Pathway (AOP) development. Gene Expression Omnibus (GEO); 
Adverse Outcome Pathway Ontology (AOPO); Uber Anatomy Ontology (UBERON); Medical Subject Headings (MeSH); Natural Language Processing (NLP); key events 
(KEs); adverse outcomes (AOs).
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ontologies (e.g. AOPO, UBERON, medical subject headings 
(MESH)) with mappings to known MIEs, KEs, or AOs. 
Structuring this dataset with defined metadata schemas 
ensures it is immediately usable for downstream ML appli-
cations. Assembled data, from other databases and literature 
should be cleaned and organized into searchable and easily 
accessible relational or hierarchical databases for easy expan-
sion, updating and linking to analysis systems.

Apply domain-specific NLP for mechanistic information 
extraction

Mechanistic data embedded in peer-reviewed literature 
remains largely unstructured. NLP techniques tailored to  
the biomedical domain can be deployed to extract 
exposure-condition-specific associations and biological 
event chains.

•	 Pretrained domain-specific language models such as 
BioBERT, SciBERT, or PubMedGPT can be fine-tuned 
to identify and extract sentences that mention radia-
tion types, dose metrics, exposure durations, and 
linked molecular or phenotypic outcomes.

•	 Named Entity Recognition and Relation Extraction 
algorithms can identify co-occurrences of exposure 
terms with biological events, enabling automatic tag-
ging of potential KEs or AOs.

•	 Some tools such as S2cie (Semantic & Syntactic 
Context-driven Information Extraction), an interac-
tive, real-time information extraction platform. S2CIE 
enables extraction of mechanistic information from 
bio-chemical domain (Kumar et  al.  2025).

A focused pilot can target extraction of KER-relevant 
content associated with a specific endpoint (e.g. 
radiation-induced neurocognitive impairment). Outputs can 
be filtered to prioritize statements with temporal, dose-related, 
or causal language, facilitating downstream evidence 
mapping.

Use supervised and unsupervised learning to identify and 
prioritize key events

Once structured data and mechanistic text features are pre-
pared, including both data gathering, and ML models can be 
deployed in two different ways to detect biologically relevant 
events and relationships:

•	 Supervised models (e.g. random forests, support vec-
tor machines) aim to classify exposure-outcome rela-
tionships based on labeled datasets such as gene 
expression profiles matched with known phenotypes 
at specific radiation doses and time points. These 
models can also provide feature importance scores, 
helping to prioritize KEs or molecular markers that 
most strongly predict downstream adverse outcomes, 
information that is essential for guiding focused 
experimental validation.

•	 Unsupervised models (e.g. k-means clustering, Principal 
Component Analysis (PCA), Uniform Manifold 
Approximation and Projection (UMAP)) enable the 
identification of latent structures within high-dimensional 
datasets. They aim to cluster biological samples by 
dose, tissue response, or time-course progression and 
group molecular features across distinct sample groups, 
revealing patterns that may correspond to previously 
unrecognized KEs or relationships.

Depending on the type of model chosen (supervised or 
unsupervised), the tools of ML methods are grouped based 
on their approach and applications. Among these approaches, 
we can mention:

•	 Regression approaches (e.g. Generalized Additive 
Models (GAMs), Gaussian Process regression, GLM 
(Generalized linear model)) can be applied to model 
a given variable or relationships between variables, 
such as temporal changes in gene expression levels or 
dose response relationship (e.g. Dromics) (Larras 
et  al. 2018).

•	 Ensemble methods (e.g. gradient boosting, model 
stacking) can be applied to combine predictions 
across heterogeneous data types (e.g. transcrip-
tomic + imaging), improving robustness in multiscale 
inference.

A technical implementation could begin by applying 
dimensionality reduction to a transcriptomics dataset from 
radiation-exposed tissues, examining whether dose clusters 
correlate with known biological processes. Such clustering 
can guide identification of candidate KEs for expert review 
or AI-assisted curation or by exploring relevance of different 
molecular features in sample classification

Construct causal pathways using knowledge graphs and 
Bayesian inference

Since AOPs represent directed biological processes, AI meth-
ods must be capable of capturing causality not just 
correlation.

•	 Probabilistic graphical models such as Bayesian 
Networks or Structural Equation Models (SEMs) can 
infer directional relationships between biological 
events by incorporating temporal and dose-dependent 
priors.

•	 Graph-based AI and visualization platforms (e.g. 
Neo4j, a graph database management system; 
Cytoscape, an open-source software for network visu-
alization, with Biological Expression Language (BEL) 
plugins) can be used to construct knowledge graphs 
linking MIEs to AOs, integrating curated datasets and 
NLP-extracted relations into a unified representation.

A practical step is to begin constructing a minimal graph 
representing a radiation-induced pathway (e.g. DNA double-strand 
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break to p53 activation to apoptosis) and iteratively update 
it as model outputs refine event directionality and confi-
dence metrics. Construction of these graphs can follow data 
driven or hybrid knowledge/data driven methodology where 
edges in the graphs will be derived from the information 
available and nodes would represent steps in the AOP. By 
combining these graphs with, for example, unsupervised 
data analysis novel relationships can be hypothesized for fur-
ther investigation.

Automate narrative generation and evidence scoring

Narrative summaries that explain biological plausibility, 
dose-response, and coherence are critical for integrating 
AOPs into decision-making. AI-based summarization tools 
can support the synthesis of complex findings into interpre-
table, evidence-based text.

•	 Transformer-based models (e.g. Text-to-Text Transfer 
Transformer (T5), Generative Pretrained Transformer 
(GPT) variants) are deep learning architectures capa-
ble of processing sequential data and capturing 
long-range dependencies. In the context of AOP 
development, these models can be employed to auto-
matically summarize mechanistic pathways from sci-
entific literature, extract KEs or condense outputs 
from computational models into interpretable narra-
tives. Their ability to handle large volumes of text 
allows for efficient integration of diverse evidence 
streams, supporting the generation of structured 
knowledge that can be incorporated into knowledge 
graphs or used to prioritize areas for experimental 
validation.

•	 Scoring functions based on modified Bradford-Hill 
criteria can be used to systematically evaluate and 
rank studies or individual data points according to 
their relevance to the AO of interest. These criteria 
consider factors such as consistency across studies, 
strength and specificity of associations, dose-response 
relationships, temporal concordance, and biological 
plausibility. By assigning quantitative or semi- 
quantitative scores to each piece of evidence, research-
ers can prioritize high-quality, informative datasets 
for inclusion in AOP development. This approach 
facilitates transparent and reproducible evidence inte-
gration, allowing for more robust identification of 
KEs and relationships, and helps highlight gaps where 
additional experimental or observational data are 
needed.

Validate and iteratively refine models with expert 
feedback and new data

Validation exercises are essential for ensuring the reliability 
and utility of AI-generated outputs in AOP development. 
These should include expert comparison of AI-generated 
summaries against curated AOPs, evaluating alignment with 

known KEs and KERs, and identifying gaps or inconsisten-
cies to inform model refinement. Validation should also 
involve cross-validation techniques (e.g. k-fold, bootstrap-
ping) and testing on different data subsets such as separate 
literature databases or distinct experimental datasets to assess 
generalizability, bias, and overfitting.

To enhance model performance and efficiency, active 
learning strategies can be implemented, allowing the AI to 
query experts on uncertain outputs. Version-controlled pipe-
lines should be established to update models as new data 
(e.g. omics from radiation studies, updated clinical cohorts) 
become available. Maintaining a feedback loop among radio-
biologists, data scientists, and toxicologists ensures inter
pretability, domain relevance, and regulatory readiness. 
Documentation of model performance, assumptions, and 
limitations is critical to support transparency, reproducibility, 
and cross-study comparisons.

The integration of AI/ML into AOP development may 
also support the process from a qualitative into a quantita-
tive, data-driven system. Automated evidence scoring and 
causal modeling support the transition toward qAOPs, which 
provide predictive dose–response information essential for 
risk assessment. Moreover, AI-driven updates ensure that 
radiation-related AOPs remain current with emerging data 
from radiotherapy, spaceflight, and environmental studies. 
Collectively, AI-assisted AOP development enhances scien-
tific transparency, efficiency, and predictive power, strength-
ening the mechanistic basis for radiation risk evaluation.

Challenges and considerations

The implementation of AI/ML in the development of AOPs 
holds significant promise, yet several critical challenges must 
be addressed to ensure their successful application 
(Kleinstreuer and Hartung 2024). These challenges which go 
beyond technical issues, encompass data quality, interpret-
ability, integration across biological systems, and the gener-
alizability of results to human health.

One of the foremost challenges is the integration of 
highly heterogeneous data from a variety of sources, includ-
ing genomics, clinical observations, and omics datasets such 
as proteomics and transcriptomics. Each data type and mea-
surement platform present unique complexities in structure, 
format, and scale. For example, genomic datasets are often 
high-dimensional and sparse, while clinical data may be lon-
gitudinal and inconsistently recorded across populations. 
Batch effects, caused by differences in sample preparation, 
experimental platforms and postprocessing differences make 
combining of data from different sources problematic. 
Harmonizing these diverse datasets into a form usable by 
predictive models requires extensive preprocessing, batch 
correction, normalization, and annotation. Despite advanced 
techniques, there remains a significant risk of introducing 
bias or overfitting when data heterogeneity is not properly 
managed. This issue not only affects the performance of ML 
models but also limits the reproducibility and generalization 
of findings to new contexts or populations (Cavasotto and 
Scardino 2022).
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Another challenge is the limited availability of 
human-specific data, particularly for exposures involving low 
doses or mixed radiation fields. While abundant data exist 
from model organisms, the human-specific biological 
responses, especially those influenced by genetic variability, 
immune status, and long-term physiological changes are far 
less well characterized. AI/ML tools depend heavily on data 
availability; without sufficient human-relevant datasets, mod-
els are constrained in their ability to make accurate, person-
alized predictions. This limitation underscores the need for 
more inclusive data collection efforts and better access to 
high-quality, curated datasets.

Interpretability of ML models remains a critical concern. 
Many advanced methods, particularly deep learning tech-
niques, operate as ‘black boxes,’ offering limited transparency 
into how specific predictions are made. For stakeholders and 
decision-makers, especially in regulatory and health contexts, 
it is essential to understand the biological rationale behind 
model outputs. For example, if a model indicates a height-
ened risk of cardiovascular damage following radiation 
exposure, the supporting molecular mechanisms or biomark-
ers need to be clearly understood to inform interventions or 
policy decisions. Addressing this challenge requires the use 
of interpretable models where possible, or the application of 
post-hoc interpretability tools that explain model behavior in 
biologically meaningful terms.

A key challenge in AI and autonomous systems is model 
hallucination, where models generate confident but incorrect 
outputs. This occurs because models are often trained and 
evaluated to favor confident guesses over acknowledging 
uncertainty, which can lead to unsafe decisions, such as mis-
interpreting sensor data in autonomous vehicles (https://
thinkingmachines.ai/blog/defeating-nondeterminism-in-llm-
inference). Another related challenge is nondeterministic 
behavior in large language models, where outputs can vary 
depending on batch size or processing order due to a lack 
of batch invariance in current GPU kernels. This unpredict-
ability undermines reproducibility and is a major obstacle 
for building certifiable systems. Developing batch-invariant 
kernels is necessary to ensure consistent outputs for a given 
set of inputs (Kalai et  al.  2025). Reproducibility is a founda-
tional principle of science, yet AI models, especially LLMs, 
can produce non-deterministic results. This nondeterminism 
may be primarily caused by a lack of ‘batch invariance’ in 
current graphics processing unit kernels, meaning that a 
model’s output can change depending on how many data 
points are processed together (He and Thinking Machines 
Lab 2025).

Bias in training data is another significant barrier. If 
models are trained primarily on data from specific popula-
tions such as healthy adults or individuals of a particular 
genetic background they may perform poorly when applied 
to more diverse groups. Differences in age, sex, ethnicity, 
preexisting health conditions, or genetic predispositions can 
significantly alter the biological response to radiation. Failure 
to address these sources of variability can lead to misleading 
conclusions or health recommendations that do not ade-
quately serve all subpopulations. Ensuring representative, 

diverse datasets are essential for building trustworthy and 
equitable predictive models.

The development of AOPs requires understanding how 
biological changes unfold over time, yet time-series and 
long-term follow-up data are often scarce. Many 
radiation-induced health effects develop slowly, sometimes 
over years or decades, which means current datasets may 
not capture the full progression from exposure to disease. 
This gap limits the ability of predictive models to forecast 
chronic or latent outcomes and complicates the validation of 
proposed pathways. Developing robust longitudinal datasets 
will be critical for supporting causal inference and strength-
ening the predictive power of these models.

Establishing causal relationships between radiation expo-
sure and health effects remains a complex task. While AI/
ML methods are highly effective at detecting correlations or 
patterns in data, they are less suited for confirming causality 
without additional evidence. The use of the modified 
Bradford-Hill criteria can assist in evaluating biological plau-
sibility, dose-response, and consistency across studies, but 
this process still requires high-quality experimental or clini-
cal data. Integrating multiple lines of evidence is essential to 
building confidence in AOPs and supporting regulatory 
acceptance.

Ethical and privacy considerations must also be addressed. 
The use of sensitive personal health data, including genetic 
profiles or clinical records, raises concerns about confidenti-
ality, informed consent, and data security. There is also the 
risk that predictive models could inadvertently generate 
biased or inequitable outcomes if not carefully evaluated. 
Ensuring that models are transparent, fair, and used respon-
sibly is essential for public trust and ethical application of 
these technologies.

The computational demands of processing large-scale 
omics data and running complex simulations can be signif-
icant. High-performance computing infrastructure is often 
required, which may not be readily available to all research 
groups or institutions. Furthermore, as the size and com-
plexity of datasets increase, especially with the advent of 
real-time monitoring and personalized health assessments 
scalability becomes a major concern. Models must be capa-
ble not only of handling large volumes of data but also of 
incorporating new information dynamically to refine predic-
tions over time.

Finally, the effective integration of AI/ML in AOPs 
depends fundamentally on open science and the availability 
of extensive, high-quality, and publicly accessible datasets. 
Transparent and standardized data are indispensable not 
only for the systematic development and empirical validation 
of AOPs but also for the training, benchmarking, and opti-
mization of AI/ML models. The performance and reliability 
of these computational approaches critically rely on curated, 
interoperable, and well-annotated repositories that capture 
the biological complexity underlying toxicological outcomes. 
In the absence of open science practices and open data 
infrastructures, predictive models are at greater risk of bias 
and ultimately lack the robustness and regulatory relevance 
required for decision-making in risk assessment.

https://thinkingmachines.ai/blog/defeating-nondeterminism-in-llm-inference
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Addressing these challenges is pivotal to the responsible 
and effective integration of AI/ML into radiation research. 
Overcoming these barriers will require coordinated efforts to 
improve data integration, model transparency, algorithmic 
fairness, and access to robust, human-relevant data. Progress 
in these areas will enable the development of predictive, 
mechanistically anchored AOPs that support health protec-
tion and risk assessment in radiation-exposed populations.

Future direction

To fully realize the potential of AI/ML in AOP development, 
a comprehensive and systematic strategy is required. Key 
priorities include fostering collaboration and data sharing, 
developing tailored AI/ML models, ensuring ongoing valida-
tion and refinement, and promoting integration into risk 
assessment frameworks. Facilitating the exchange of diverse 
datasets including molecular, cellular, dosimetric, and clini-
cal outcome data from both experimental models and 
human studies will provide the necessary breadth for AI/ML 
models to detect biologically meaningful patterns. 
Coordinated data sharing efforts can improve model robust-
ness and enable the extrapolation of findings across different 
exposure scenarios (e.g. low-dose occupational exposures, 
radiotherapy, environmental incidents). Given the evolving 
nature of science, models should also be adaptable, allowing 
integration of new findings from omics studies, animal 
experiments, or longitudinal cohort data. Continuous valida-
tion using blinded experimental data and benchmarking 
exercises will be essential to build trust and ensure model 
generalizability across radiation types and exposure scenar-
ios. This adaptability ensures models remain current, 
improve predictive performance, and enhance their utility 
for decision-making in radiation protection and pub-
lic health.

The framework presented here lays the foundation for 
future radiation-specific AOP applications. By integrating 
AI/ML approaches with existing qualitative radiation AOPs 
such as those for cataracts, bone loss, cognitive impair-
ment, and vascular remodeling this methodology can 
accelerate evidence synthesis, enable quantitative and 
probabilistic modeling. Presenting this approach now 
familiarizes the radiation research community with emerg-
ing AI/ML tools and strategies, positioning subsequent 
applications to be more efficient, reproducible, and 
standardized.

Looking forward, agentic AI has the potential to trans-
form AOP development further by functioning as autono-
mous research partners capable of planning and executing 
multi-step strategies, including automated literature synthe-
sis, dynamic data integration, hypothesis generation and 
testing, and self-correction. Achieving this vision will 
require interoperable data ecosystems, explainable AI frame-
works that allow human oversight, and ethical guidelines 
for autonomous scientific discovery, ultimately converting 
AOP development into a efficient, dynamic system for 
understanding complex health effects of radiation and other 
stressors.
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