i+l

NRC Publications Archive
Archives des publications du CNRC

River ice/water classification using SAR data
Scott, K. Andrea; MacMillan, Corwin; Soleymani, Armina

For the publisher’s version, please access the DOI link below./ Pour consulter la version de I'éditeur, utilisez le lien
DOI ci-dessous.

https://doi.org/10.4224/40004060

NRC Publications Archive Record / Notice des Archives des publications du CNRC :
https://nrc-publications.canada.ca/eng/view/object/?id=525be471-d739-47ac-9dbc-3a85a395d85.

https://publications-cnrc.canada.ca/fra/voir/objet/?id=525be471-d739-47ac-9dbc-3a85a395d853

Access and use of this website and the material on it are subject to the Terms and Conditions set forth at
https://nrc-publications.canada.ca/eng/copyright
READ THESE TERMS AND CONDITIONS CAREFULLY BEFORE USING THIS WEBSITE.

L’accés a ce site Web et I'utilisation de son contenu sont assujettis aux conditions présentées dans le site
https://publications-cnrc.canada.ca/fra/droits
LISEZ CES CONDITIONS ATTENTIVEMENT AVANT D’UTILISER CE SITE WEB.

Questions? Contact the NRC Publications Archive team at
PublicationsArchive-ArchivesPublications@nrc-cnrc.gc.ca. If you wish to email the authors directly, please see the
first page of the publication for their contact information.

Vous avez des questions? Nous pouvons vous aider. Pour communiquer directement avec un auteur, consultez
la premiére page de la revue dans laquelle son article a été publié afin de trouver ses coordonnées. Si vous
n’arrivez pas a les repérer, communiquez avec nous a PublicationsArchive-ArchivesPublications@nrc-cnrc.gc.ca.

| g

National Research  Conseil national de C d
Council Canada recherches Canada ana a


https://doi.org/10.4224/40004060
https://nrc-publications.canada.ca/eng/view/object/?id=525be471-d739-47ac-9dbc-3a85a395d853
https://publications-cnrc.canada.ca/fra/voir/objet/?id=525be471-d739-47ac-9dbc-3a85a395d853
https://nrc-publications.canada.ca/eng/copyright
https://publications-cnrc.canada.ca/fra/droits

4 WATERLOO

River Ice/Water Classification Using SAR Data

Department of Mechanical and Mechatronics Engineering

K. Andrea Scott
Corwin MacMillan
Armina Soleymani

April 30, 2025



Contents

[1__Introductionl

|12 Background|

13 Background|

4 Study region|

6 Methodology|
6.1 Data Pre-processin
6.2 ata Labelin

[T_Resultsl
8 Conclusions|

10
10
10
11
14
18

18



1 Introduction

The main objective of this study is to assess the utility of remote sensing data from synthetic
aperture radar (SAR) for ice management on two sections of the St. Lawrence river. This is a
regulated river, and monitoring ice cover presents different challenges and has different motivations
in comparison to one that is free-flowing [I]. If the flow in the river is too high when the ice is
forming the ice cover can break up and the resulting open water regions can lead to subsequent
formation of frazil ice, which can damage hydroelectric equipment. However, if the flow is too low
the hydroelectric potential of the waterway may not be realized. The status of ice formation on the
river, is currently indicated using an integer known as an ice status indicator (IST) with zero indi-
cating open water conditions, one indicating some ice cover, but not yet a stable sheet of ice, and
two indicating the river has a stable sheet of ice cover. The ISI is manually assigned mainly using
data from aerial surveys. Climate change has let to new problems with this monitoring, mainly
due to more frequent mid-winter warming periods. The motivation for this study is to understand
how accurate ice/water classifications are from remote sensing data (in comparison to ISI) and if
these data can be used. The scope of this report however, is limited to methods and results from
the remote sensing data interpretation.

Due to the narrow scale of the river, relatively high resolution remote sensing data must be used.
In addition, due to the period of interest, data sources available since 2012 were needed. The most
intuitive high resolution satellite imagery of ice cover are measurements in the optical bands of
the electromagnetic spectrum (RBG data, or visible light). While these data have high spatial
resolution (e.g., 3 - 250 m, or higher), they require clear sky conditions and sunlight to provide
useful images of the ice surface, which is particularly challenging when the data are from satellite-
borne sensors. Data from current sensors are also limited by spatial resolution (e.g. 375 m for data
from VIIRS, 250 m for data from MODIS, two sensors from which data are freely available). Data
from the low-frequency microwave portion of the electromagnetic spectrum (1.4 - 10 GHz) are not
sensitive to cloud cover, due to their long wavelengths. While data from passive microwave sensors
in this frequency range have low spatial resolution (e.g. 30 - 75 km) this is overcome by active
microwave sensors, such as SAR.

Data from SAR sensors are the main driver for operational sea ice monitoring. The rich tex-
tures in the SAR data for sea ice are used to deduce ice presence as well as information on the
stage of development of the ice, for example new ice, first-year ice or multi-year ice. For sea ice
these textures are in part due to the underlying ocean currents and eddies, variations in salinity
of the ice and surface moisture (including snow), and ice structure and deformation features. The
majority of SAR data used to monitor sea ice is C-band, for which the wavelength is ~ 5.1 GHz.
This wavelength enables the signal to penetrate dry snow and to distinguish ice types. Drawbacks
of SAR data for ice monitoring are mainly; speckle noise, dependence on imaging geometry, and
confusion between distinct surface types with similar tone and texture features. For example, calm
water exhibits little texture and has a dark tone, similar to new ice; wind-roughened water exhibits
texture that often overlaps with rough ice.

These challenges are also be seen in river ice data, with notable differences due to the low salinity
of freshwater and differences in ice types. River ice types are typically either frazil ice, columnar
ice, snow-ice, anchor ice, border ice and broken ice [2, B]. For ice without large inclusions, the



low salinity enables the microwave signal to penetrate the ice and the backscattered signal is from
the rough ice/water interface at the ice underside. In other cases the signal can scatter from air
inclusions within the ice, depending on their size and structure [2]. In general, the textures are less
rich for river ice than they are for sea ice, and the sensitivity to speckle noise, an inherent feature in
SAR imaging, may be greater. Rivers also present different challenges for monitoring with satellite
data than sea ice. They can be morphometrically complex [4], have shallow regions, particularly in
border ice regions (which could freeze to the bottom, significantly impacting the SAR signal), and
have stretches of rushing water, which can be easily confused with rough ice. River can also have
sediment-laden anchor ice, which will have different backscatter characteristics than ice without
sediment [5].

The focus of this report is to present an automated approach to extract ice and water information
from SAR images of river ice over a decade, the longest period SAR data have been used for such
an application. Given the size and volume of SAR imagery involved, a deep learning approach was
pursued. The remainder of the report describes background information, the study area, dataset,
methodology and results. Although it can be compared to earlier work [6] [7], it should be noted this
is a larger dataset than used earlier (covering more years of data) and, more importantly, it merges
data from two different SAR sensors, that may have different sensitivities to the ice conditions due
to differences in imaging conditions as well as different spatial resolutions of their respective data.

2 Background

Generating ice maps with broad spatial and temporal coverage requires automated analysis of re-
mote sensing imagery. For SAR imagery of sea ice, convolutional neural networks (CNNs) have
emerged as the leading method for extracting information due to their ability to learn complex spa-
tial patterns from image data [8,[9]. While CNNs are not as well-developed for river ice monitoring
using SAR, there are several recent studies in the area of river ice and water classification using
optical data and deep learning. Singh et al. [I0] developed a CNN-based approach to distinguish
river ice from open water using high-resolution optical imagery, demonstrating the potential for
automated classification but relying on clear-sky conditions. Zhang et al. [II] proposed IceNet, a
deep learning model designed for pixel-wise classification of river ice types based on optical images,
highlighting the value of spatial texture information but facing limitations in cloudy or low-light
conditions. Ansari et al. [3] introduced IceMaskNet, a deep learning approach for automated recog-
nition of river ice types in remotely-piloted aircraft data. IceMaskNet is able to identify five types of
river ice and water with a strong level of spatial accuracy. Similarly, Sola et al. [I2] proposed a deep
learning model for anchor and frazil ice detection from optical UAV imagery (the same dataset as
that from [I0]), emphasizing the feasibility of lightweight and efficient CNN architectures. Another
recent study (Ayyad et al. [13]) used imagery from ground-based cameras and evaluated a series
of segmentation networks to detect ice and water with the goal of obtaining a fractional ice cover
that can be compared with an operator-assigned ice flag.

Different from previous studies on optical data, this study aims to develop and evaluate a SAR-
based algorithm that leverages CNNs to classify ice and water for two regions of interest on the
St. Lawrence River, Lake Saint Lawrence and the Beauharnois Canal. There is extensive litera-
ture on using SAR for river ice monitoring. We refer the reader to [14] for a review of river ice
observations, in particular their Table 3 for studies using SAR data. Studies closely related to this



one include that of [I5], which uses both satellite-based optical and SAR data for distinguishing
ice types during break-up. The study was limited to the winter of 2014-2015 and used eight SLC
(single-look complex) SAR images, which have more information regarding the SAR signal than
dual-pol images. They applied an incidence angle correction to the SAR images, and used both
image tone and texture in an unsupervised classification scheme. The results indicate the potential
of combining SAR and optical for improved ice recognition. A related study by [?] used a random
forest method to classify SAR imagery into sheet ice, rubble ice and open water using several tone
and texture features from the imagery, including pseudo-polarimetric features. Finally, Engram et
al. [16] examine mid-winter break-up using ScanSAR wide dual-pol scenes (as used in the present
study). Their method uses principal component analysis for each SAR channel projecting the image
tone from the channels along the line that captures most of the variance in the data and using this
to create a decision boundary. A benefit of their approach is that their method allows for uncertain
pixels to be identified using the overlap between the two classes, similar to a Bayesian ice-water
classification approach used for sea ice [17].

The present study builds upon previous work on river ice detection using deep learning meth-
ods applied to SAR data over the Saint Lawrence River. The first approach to this problem used
a CNN architecture [6]. The CNN model ingests patches of SAR imagery and assigns a single
classification label per patch (a many-to-one mapping). The spacing between patches depends on
the patch size and stride, with 20 x 20 SAR pixel patches (approximately 1 km x 1 km) used as
the baseline. The stride varies from 1 km (no overlap) to 10 meters (one-pixel shifts), enabling
trade-offs between prediction smoothness and computational burden [I8]. Larger patches gener-
ally incorporate more spatial context, improving generalizability and yielding smoother predictions,
whereas smaller patches capture finer spatial details but introduce greater noise.

This approach was tested on the Beauharnois Canal, which with a width of approximately 1 km, is
well suited for this classic patch-based CNN. Ice conditions within the canal are relatively homo-
geneous, which benefits the many-to-one classification strategy, as most patches are dominated by
either ice or water (a), red squares). However, the approach becomes less effective over
Lake Saint Lawrence, where ice conditions are more heterogeneous. Here, patches often include

mixed ice, water, and significant fractions of land, complicating the learning process due to masked
land pixels and insufficient spatial coherence ([Figure 5| (b), red squares).

Given these limitations, testing was also carried out on a smaller dataset based on a graph neu-
ral network (GNN) to better capture the complex spatial relationships present in the Lake Saint
Lawrence region. GNNs learn from connections between nodes and edges, offering flexibility for
irregular domains such as rivers. They can accommodate gridded data but excel in morphometri-
cally complex areas when traditional grid structures are suboptimal [7, [I9]. Empirical results from
prior studies demonstrated that GNNs achieved comparable accuracy to CNNs for the Beauharnois
Canal while offering faster training times and reduced data requirements [7]. Nevertheless, a key
limitation of GNNs is their restricted depth, which limits receptive fields (5| (¢)) and impairs their
ability to fully exploit texture information in SAR imagery. Furthermore, constructing a new graph
for each domain increases preprocessing complexity and introduces additional hyperparameters that
influence performance.



To address these challenges and to take advantage of the advantages of both spatial context and
efficient training, it was decided for the present study to evaluate a U-Net architecture [8]. U-Nets
are well-established for semantic segmentation tasks and are capable of dense pixel-wise classifica-
tion. They consist of an encoder-decoder structure with skip connections that preserve fine-scale
spatial information. Unlike the earlier CNN, the U-Net can operate on large patches (200 x 200
SAR pixels) or full scenes, enabling it to capture broader spatial context (a,b), green
squares) while retaining detailed pixel-level accuracy. Land areas are masked during training to
prevent contamination of the loss function. The use of large input patches facilitates generaliza-
tion across heterogeneous scenes, making U-Nets particularly suited for morphometrically complex
water bodies such as Lake Saint Lawrence. .

Figure 1: Patch size illustrations for the approach in [6] (20 x 20 SAR image pixels, shown in red)
and the U-Net method discussed in this research (400 x 400 SAR image pixels, shown in green)
are presented in panels (a) and (b). In these panels, ice is depicted in grey and water in black.
Panels (c) and (d) illustrate the graph structures for the Canal and Lake scenes, respectively, with
the receptive fields for the GNN approach indicated by red circles.



3 Background

This report follows previous work on river ice detection with deep learning for the St Lawrence
River. Starting with a classic network architecture, a CNN was first trained and tested for the
Beauharnois Canal. The type of architecture used in [6] reads in a set of SAR image patches and
produces one classification per patch (many-to-one mapping). The spacing between patches de-
pends on the patch size and the stride (spacing) between patches. For example, for patches with
20 x 20 SAR pixels (e.g. 1 km x 1 km) the spacing is between 1 km (with no overlap between
patches) to 10 m (with the patch moving over by 1 pixel for each sample). There is a trade-off
between the patch size and the smoothness of the predictions [18]. Larger patches bring in more
spatial context which leads to stronger generalizability and smoother predictions, whereas smaller
patches have finer spatial details and more noise. The benefit to this classic approach is that a deep
network can be built, which has a strong learning capacity and a large receptive field. The width of
the Beauharnois Canal (approx 1 km) is also a good fit for such an approach since the canal can be
sampled with patches of size 20 x 20, which has been shown to work well in previous studies [I8].
In addition, for the canal the ice conditions are relatively homogeneous in space. This is beneficial
because one label (ice or water) is assigned to each patch, and the network benefits most from
patches that are therefore either all ice-covered or all open water (Fig la, red squares). However
for Lake St Lawrence, such an approach is not optimal since ice conditions are much more hetero-
geneous, meaning a patch can easily have mixed. ice and water (Fig 1b, red squares), and each
patch could also have a high fraction of land, which makes it difficult for the model to obtain suffi-
cient spatial context for learning since land pixels are masked out of the loss function that updates
the network weights. Preliminary results on Lake St Lawrence with a limited dataset showed that
it was more difficult to train the model for this region, motivating the use of a graph neural network.

Graph neural networks learn connections between nodes and edges to represent data. They
are very versatile and can be used for a wide range of data types, from images to social networks,
traffic networks or any kind of distributed problem. For geospatial problems, they can be used for
evenly spaced gridded data, but they are optimally suited to irregular domains, such as a river.
This can be done either by considering the grid as domain with an unstructured grid [7], or as
a distributed system [19]. Relative to CNNs, GNNs have fewer weights to learn and require less
data. As shown empirically [7], training a GNN for ice/water recognition on the Beauharnois canal
worked as well as a CNN and was faster to train. However, there is one main drawback to using
GNNs for image data; it is difficult to train a deep GNN, which limits the learning capacity and
receptive field of the model (Fig 1c), and thus the ability to benefit from the textures in the SAR
data. Additionally, for a GNN a new graph needs to be constructed for each spatial domain to
which the model is applied. bringing in new parameters that can also effect model performance,
and increasing the complexity of the codebase for data preprocessing.

A more standard approach to using SAR data for deep learning is a U-Net [§]. This type of network
has an encoder, which has sequential convolution, pooling and non-linear layers, and decoder, with
similar operations, and skip connections between the two that carry fine-scale information from an
encoder layer to the corresponding decoder layer. The pooling layers in the encoder reduce the
data dimensionality, such leading to a embedded state at the bottom of the U-shape that encodes
a compact representation of the image. U-Nets carry out image-to-image translation, or semantic
segmentation (meaning, it will predict a class for each pixel, or a spatially dense segmentation).
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Figure 2: Approximate patch sizes (a,b) for the approach in [6](red) and the U-Net (green), which
corand receptive fields for the GNN approach (c,d), red circles.

Although this is similar in spirit to the first network used for the Beauharnois Canal [6], the pixel-
to-pixel capability of the U-Net means each patch can have a variety of labels. Normally relatively
large patches are used to allow enough spatial context for learning (Fig 1, a,b green squares). An-
other significant difference is the first network had a dense layer at the output, which contains
most of the network weights, requiring a large volume of data to train. In contrast, U-Nets have
a superior trade-off between learning capacity and efficiency. They can also ingest entire images,
or in the case of SAR images, large patches of the image (i.e. 400 x 400 pixels) that are chosen
at random from the training set of full-scale imagery. Hence they are easily translatable from one
region to another, and data preprocessing is minimal. Within the network, land is masked out of
the loss function, and for a morphometrically complex river, with the large input patch there can



be still enough spatial context for the model to learn, although it does depend a on the specific
region.

The remainder of the report describes the study region, data, methodology and results. Although
it can be compared to earlier work [0} [7], it should be noted this is a larger dataset than used
earlier (covering more years of data) and, more importantly, it merges data from two different SAR
sensors, that may have different sensitivities to the ice conditions due to differences in imaging
conditions as well as different spatial resolutions of their respective data.

4 Study region

The Beauharnois Canal and Lake St. Lawrence sections of the Saint Lawrence Seaway were selected
for sea ice classification from December to April over 10 consecutive years of 2012-2022 (Figure [3)).
Ice and water classification in these sections can be helpful for ensuring the safe and efficient
management of the waterway and mitigating the future risks associated with climate change.
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Figure 3: The study region consists of the Beauharnois Canal and Lake St. Lawrence. The
central coordinates for Beauharnois Canal are approximately 45.26° N and 73.94° W. The central
coordinates for Lake St. Lawrence are approximately 44.99° N and 74.88° W.

5 Dataset
5.1 RADARSAT-2 SAR Data

Two sources of SAR data were used in this study to ensure coverage over the full historical period
of interest. RADARSAT-2 (RS2) imagery was used for the period from December 2012 to April
2020, obtained through Natural Resources Canada (NRCan) Earth Observation Data Management
System (EODMS). These data consist of ScanSAR Wide mode images, with a spatial resolution of
approximately 100 meters and a gridded resolution of 50 meters. The polarization mode employed



was HH (horizontal transmit—horizontal receive), commonly referred to as the co-polarization chan-
nel. Although cross-polarized data (HV) were also available, only the HH channel was used for
two reasons. First, preliminary testing indicated that incorporating HV polarization did not signif-
icantly improve classification performance. Second, using only the co-polarized channel facilitates
comparison and continuity with historical RADARSAT-1 (RS1) data, which were acquired exclu-
sively in HH polarization. Calibration of the RS2 images was performed using SNAP. At this stage
terrain correction was not employed and o¢ calibration was carried out (similar to [15]), though in
the future it may be beneficial to consider 7, calibration with an accurate digital elevation model,
as recommended by [I6]. In addition, no incidence angle correction was applied since the incidence
angle dependence may be different for ice and water [20] and therefore a priori knowledge of what
is ice and what is water may be needed. It has also been shown [21] than deep learning approaches
can generalize across incidence angles when given a rich enough dataset [21].

5.2 Sentinel-1 SAR Data

The Sentinel-1 (S1) Synthetic Aperture Radar (SAR) data utilized in this study, with a pixel
spacing of 10 meters, correspond to the vertical transmit—vertical receive (VV) polarization channel
of the C-band sensor (5.410 GHz). The Level-1 Ground Range Detected High-Resolution Dual-
Polarization (GRD-HD) products were acquired from the Alaska Satellite Facility [22], operating
in Interferometric Wide (IW) mode. A total of 69 scenes were available for the Beauharnois Canal
and 71 scenes for Lake Saint Lawrence. The calibration (for o) and thermal noise correction were
performed using the NERSC algorithm [23].

5.3 Land Mask

To ensure accurate land masking during the SAR analysis, land cover data were sourced from
the ESRI Land Cover Explorer [24], which provides globally consistent datasets derived from ESA
Sentinel-2 imagery at a 10 m spatial resolution. Given that SAR analysis is performed in the raster
domain, the availability of a pre-classified raster land mask facilitates direct integration with SAR
datasets, minimizing preprocessing steps. In contrast, vector-based coastline products, such as those
from NRCan, would require rasterization and interpolation procedures that could introduce spatial
inaccuracies, particularly in regions characterized by complex, small-scale features such as strip
ice and isolated land fragments. While the ESRI Land Cover Explorer provided a consistent land
mask, some limitations were present. Due to the 10 m spatial resolution, narrow channels, and small
water bodies occasionally fell below the minimum mapping unit, resulting in their misclassification
as land.

5.4 Air Temperature and Precipitation Data

Given the relationship between air temperature (in °C), precipitation (in mm), and ice formation,
we included mean daily air temperature and total precipitation as variables in the proposed model.
These data were sourced from the Cornwall, Ontario weather station (Climate ID:6101874), lo-
cated near 45° N and 74° W — the closest station to Lake Saint Lawrence and upstream of the
Beauharnois Canal. These weather data were downloaded from Environment and Climate Change
Canada (ECCC) website [25]. With its extensive historical record, the Cornwall station provides
a more accurate representation of regional conditions than the Montreal station, which may be



influenced by localized urban warming.

6 Methodology

6.1 Data Pre-processing

A land mask was applied to the calibrated SAR images, and both S1 and RS2 datasets were
resampled onto a common grid to account for differences in spatial resolution. The images were
subsequently cropped to the extents of the Beauharnois Canal and Lake Saint Lawrence to reduce
data volume and enhance processing efficiency. Figure[dillustrates the data pre-processing workflow
for a representative scene.

Figure 4: Illustration of the data pre-processing steps for a SAR scene acquired on 03 February
2013. (a) Original SAR image; (b) calibrated output from SNAP; (c) land mask; (d) Lake Saint
Lawrence with land removed and cropped; (e) Beauharnois Canal with land removed and cropped.

6.2 Data Labeling

To label the images we used MODIS and Sentinel-2 imagery available through the Copernicus pro-
gram [26], and high-resolution PlanetScope imagery [27] obtained under an academic license. This
reference imagery was used to distinguish between ice and water for dates with clear-sky conditions.
Annotations were performed using both the Computer Vision Annotation Tool (CVAT) and QGIS,
enabling the generation of dense segmentation masks that classified each non-land pixel within the
regions of interest as either ice or water. To assess temporal alignment between SAR and optical
observations, we recorded the acquisition dates for each SAR scene alongside the dates of the cor-
responding optical imagery used for labeling. In some cases, slight temporal offsets (1-3 days) were
necessary due to cloud cover, revisit limitations, or acquisition gaps in the optical datasets. This
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introduces potential issues during periods of dynamic ice conditions. Labeling challenges included
cloud cover obscuring surface features, limited spatial resolution of MODIS imagery, and the man-
ual effort required to accurately delineate ice-water boundaries, especially near the land.
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Figure 5: Patch size illustrations for the approach in [6] (20 x 20 SAR image pixels, shown in red)
and the U-Net method discussed in this research (400 x 400 SAR image pixels, shown in green)
are presented in panels (a) and (b). In these panels, ice is depicted in grey and water in black.
Panels (c) and (d) illustrate the graph structures for the Canal and Lake scenes, respectively, with
the receptive fields for the GNN approach indicated by red circles.

6.3 Model Architecture

The UPerNet architecture [28] was selected for this study. UPerNet follows a similar overall struc-
ture to U-Net, consisting of an encoder-decoder framework, but incorporates a Feature Pyramid
Network (FPN) [29] to enhance multi-scale feature representation. Specifically, a ResNet [30] back-
bone is used to encode the input SAR imagery into a higher-dimensional feature space. Given the
relatively limited size of the labeled SAR dataset, particular attention was given to the choice of
backbone to mitigate overfitting. Different ResNet backbones of varying depths were evaluated

11



to explore the trade-off between network capacity and generalization ability. In general, deeper
networks can capture more complex feature hierarchies but are prone to overfitting when trained
on small datasets. To address this, the ResNet backbones were initialized with pre-trained weights
from the ImageNet dataset [31], using transfer learning [32] to help the model learn effectively.

The first convolutional layer of the pre-trained ResNet was modified to accept a single-channel
input, matching the SAR data structure. Among the tested architectures, the ResNet-18 backbone
demonstrated the best performance, providing a favorable balance between model complexity and
generalization. While deeper variants (e.g., ResNet-34, ResNet-50) were also evaluated, they ex-
hibited signs of overfitting during training, as indicated by a widening gap between training and
validation loss curves and a drop in validation accuracy. This confirmed that, for our relatively
small and specialized dataset, a lightweight backbone such as ResNet-18 was preferable. Overall,
the selected UPerNet18 model was found to achieve robust segmentation performance while mini-
mizing the risk of overfitting, making it a suitable choice for SAR-based river ice classification under
limited data conditions.

In addition to the baseline UPerNet18 model (UPerNet with an 18-block ResNet backbone), we
explored the integration of auxiliary weather variables—specifically, air temperature and precipita-
tion—to enhance ice-water classification. To incorporate this non-image information, a small mul-
tilayer perceptron (MLP) was inserted in the neck of the U-Net. This design provides a lightweight
and computationally efficient mechanism to inject auxiliary temporal context into the segmentation
pipeline.

To assess the impact of temporal context length on model performance, two variants of the weather-
augmented model were developed. In the first variant, termed UPerNet18W1, the model incorpo-
rates only the weather conditions from the day of SAR image acquisition. In the second variant,
UPerNet18W5, a sliding window approach is used, where the weather information from the ac-
quisition day and the preceding four days (five days total) is provided as input. In this case, the
MLP processes a stacked feature vector concatenating the daily weather observations across the
time window. The motivation for comparing different temporal windows stems from the under-
standing that river ice dynamics are influenced not only by instantaneous weather conditions but
also by accumulated effects over multiple days. For example, sustained sub-freezing temperatures
over several days can significantly impact ice growth, whereas transient fluctuations may have less
impact. Incorporating a multi-day window (UPerNet18W5) allows the model to learn these cumu-
lative patterns, potentially improving its predictive accuracy. However, longer time windows may
also introduce noise if the additional days do not consistently correlate with ice conditions, raising
the possibility of diminished performance through feature dilution. Ultimately, the comparative
evaluation of UPerNet18W1 and UPerNet18W5 enables an empirical assessment of whether the
additional temporal information enhances the classification task or if a more concise, single-day
input suffices under the given data and task constraints.

To improve the generalization capability of the model and mitigate overfitting, a series of data
augmentation techniques were applied prior to training, similar to previous studies for SAR data

and sea ice [33]. A summary of the augmentation parameters is provided in Table

Random Crop. Random cropping was used to limit the receptive field during training and

12



encourage the model to focus on local texture and tone features. Larger crop sizes provide broader
spatial context but can dilute fine-grained patterns, while smaller crops emphasize local variations.
To ensure that random crops captured meaningful water and ice features, rather than irrelevant
land areas, a custom sampling algorithm was developed. This algorithm evaluates candidate crops
based on the proportion of non-land pixels (i.e., valid water or ice surfaces) and only accepts crops
exceeding a specified minimum threshold of water/ice coverage. A crop size of 250 x 250 pixels
was found to provide the best balance between spatial context and training sample diversity.

Random Rotation, Horizontal Flip, and Vertical Flip. While SAR backscatter is indeed
sensitive to acquisition geometry and object orientation, moderate transformations such as small-
angle rotations and flips can still be beneficial for data augmentation. In this study, images were
randomly rotated within a range of [—30°,30°], and random horizontal and vertical flips were ap-
plied with equal probability. These transformations were selected conservatively to augment the
dataset without drastically altering the physical scattering mechanisms. The goal was to enhance
the model’s robustness to small variations in look angle, river meander orientation, and scene fram-
ing, which naturally occur across multiple SAR acquisitions. However, extreme rotations (e.g., 90°,
180°) were avoided to preserve the physical integrity of the directional SAR signatures.

Brightness and Contrast Jitter. Variations in SAR backscatter intensity can result from
changes in surface moisture, roughness, snow cover, or sensor-specific calibration differences. To sim-
ulate these variations, brightness and contrast were randomly jittered within a range of [0.75, 1.25].
This augmentation strategy forces the model to learn texture and spatial patterns independent of
absolute intensity values, improving resilience across varying acquisition conditions.

Gaussian Noise. Gaussian noise with a mean of 0 and a standard deviation of 0.05 was added
to the max-normalized images. This simulates random sensor noise and transmission artifacts, en-
couraging the model to focus on broader texture structures rather than pixel-level noise, thereby
enhancing generalization to new imagery.

Gaussian Blur. To account for different spatial resolutions across SAR sensors (e.g., RADARSAT-
2 and Sentinel-1), a Gaussian blur was randomly applied with a kernel size of 3 and a randomly
sampled standard deviation in the range (0.1,2). This teaches the model to rely on robust textural
and spatial features rather than fine-grained details that might not be consistent across sensors.

Normalization. Finally, input images were normalized using the global mean and standard devi-
ation computed over the training dataset to ensure stable network optimization. Similarly, weather
variables (temperature and precipitation) were normalized so that approximately 95% of the values
across the 10-year dataset were bounded between 0 and 1. Specifically, temperature values were
normalized by dividing by 33°C and precipitation values by 12 mm.

We conducted an exhaustive grid search to fine-tune the hyperparameters for each architecture,
ensuring optimal model convergence and effectiveness. The specific hyperparameter configurations
utilized are documented in Table[2] The convergence of our model is set to 20 epochs. The choice of
20 epochs was determined based on preliminary experiments that indicated this number of epochs
was generally sufficient for observing convergence behavior in our specific task without overfitting.
Cross-validation was used to assess model performance by dividing the dataset into 9 subsets, each
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Data Augmentation Hyperparameter Value
Random crop size [250, 250]
Random rotation range [—30°,30°]
Random horizontal /vertical flipping probability 0.5
Random brightness and contrast jittering [0.75,1.25]
Random Gaussian noise ~ N(0,0.05)
Random Gaussian blur (-)

- Kernel size 3

- Standard deviation range [0.1,2]
Normalization - mean, standard deviation 0.429,0.223

Table 1: Data augmentation hyperparameters used for training the model.

representing one or two winter season from the 2012-2013 winter to the 2021-2022 winter. For
certain years where data availability is small, two years are combined into one fold. For each fold,
one or two years are held out as the test set, while the remaining years are used for training and
validation (80/20 split). This process is repeated 9 times, ensuring every year is tested once. Note
this means some of the models are trained primarily with RS2 data and then tested on S1 data.
The distribution of the data for each test year can be found in The performance metrics
from each fold are aggregated to provide an overall assessment. The main metric used is the binary
accuracy, which is the number of correctly classified ice and water pixels divided by the total number
of pixels.

Training Hyperparameter Value

Learning rate optimizer AdamW [34]

Learning rate scheduler Cosine annealing with warm restarts [35]
- Number of iterations until restart 10

- Restart period factor 2

- Learning rate range [GE-4, 1E-6]

Weight decay 1E-7

Maximum number of epochs 400

Number of overfit epochs 75

Table 2: Hyperparameters used during training.

7 Results

The results for each model across all of the years are summarized in Table Overall, the re-
sults are satisfactory, with room for improvement. The best-performing model was UPerNet18W5,
which considers five days of temperature and precipitation data. On the years 2014 and 2015,
the model achieves 90+% accuracy, demarking a significant improvement over the other models.
However, the additional context from the weather data also occasionally leads to a detriment in
model performance, especially for year 2016, where the performance drops to less than 40%.
Model results for the years 2014, 2016, and 2022 from UPerNet18 are shown in Figure [f] and in
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Number of Labeled Data
Test Year(s) Canal Beauharnois | Lake St. Lawrence Total

2012/2013 4 11 15
2014 7 5 12
2015 7 7 14
2016 4 7 11

2017/2018 3 6 9
2019 5 8 13
2020 1 7 8
2021 18 11 29
2022 20 9 29
Total: 71 69 140

Table 3: The distribution of the dataset, showing the number of images available for training
per test year. Only images for which optical data were available to generate labels were used for
training.

Figure[7]for UPerNet18W5. For the latter set, overlaid on the image are the daily total precipitation
(abbreviated Precip) and average temperature (abbreviated Temp) from the day of the image and
the 4 days prior (5 days total). The data are ordered such that the days that are more recent are
on the right.

In Figures we observe 5 consecutive days well below freezing, which is perfectly in line
with the bright tones of the SAR image, allowing the weather model to predict that the river is
completely frozen over, missing only a very small unfrozen region. The same observation can be
made for Figures [7g}[7] and Figures When the narrative dictated by the weather and image
data align, the model output is predictable and accurate.

The detrimental effects of weather context can be observed in Figures [7Td{7l] For three days
before the image is taken, the temperature is below freezing, preceded by two days slightly above
0°C'. Given this information alone, one may expect the canal to be frozen. However this contradicts
the information provided by SAR image, where the canal appears unfrozen. In this case, the model
incorrectly chooses to predict that the canal is frozen over. Similarly, Figures 70| experience
below freezing temperatures for 4 out of the 5 preceding days, which contradicts the expectation
from the SAR data that the lake is mostly unfrozen (which appears bright due to tone reversal).
When the narrative dictated by the weather and image data do not align, the accuracy of the model
output is reduced. This may have to do with the model changing the emphasis on image texture
for these situations. This should be investiaged further in a future study.
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Test year(s) | UPerNetl8 | UPerNet18W1 | UPerNet18W5
2012/2013 0.7298 0.6878 0.7534
2014 0.7652 0.7694 0.9862
2015 0.7711 0.8388 0.9111
2016 0.6967 0.5314 0.3991
2017/2018 0.6844 0.5896 0.6400
2019 0.7164 0.7370 0.7773
2020 0.6779 0.7552 0.6311
2021 0.5977 0.7619 0.7125
2022 0.5318 0.6466 0.8475
Annual Mean: 0.6857 0.7020 0.7398
Annual Std: 0.0557 0.0783 0.1281

Table 4: Pixel-wise accuracy for the evaluated models. The best performance for each year is
highlighted in bold. The model that has the strongest overall performance is UPerNet18W5, due
to the additional context provided by the 5 days of weather. However, the additional context
occasionally leads to its detriment, with performance degrading to 40% for the year 2016.

8 Conclusions

This report describes a deep learning method to classify SAR imagery into ice and water in two
regions of the Saint Lawrence River, Lake Saint Lawrence and the Beauharnois Canal. The pre-
liminary results are promising, but need improvements. There is a lot of variance in results across
the models tested, likely due to the small dataset. A list of detailed recommendations are given for
future work. With increasing volumes of SAR data available to the public in recent years, and the
historical record of Radarsat-1 data available, these data have a lot of potential to contribute to
river ice monitoring.

9 Future Work

This report represents a preliminary assessment of using UPerNet to classify SAR data of river ice
into ice and water. While the results are encouraging, we have several recommendations for future
work.

e Detailed error analysis for anomalous years For example 2016 has a lower accuracy
for other years. Analysis should be conducted to understand if this is due to specific ice
conditions in that year, or due to something data related. The S1 data were relatively new
in 2016, on-board processing may have changed slightly.

e Test each sensor type separately (RS2 and S1). It is likely the performance scores
are lower than expected due to merging the data from both sensors, which can make it more
difficult for the models to learn. While there is some work that has been done comparing SAR
data from these two sensors for sea ice, there is little for river ice. This is especially relevant
considering the difference in spatial resolution of these data as well as the different overpass
times of the sensors, in addition to the potential plan to use this method for data from the
historical Radarsat-1 mission.
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e Evaluate different encodings of the temperature and precipitation data. Prelim-
inary results indicate that without these data the network over-fixates on texture (spatial
features), whereas with these data the network tends to fixate on tone (brightness of the
image). Some of these data may be more useful if categorized [36] since this reduces the like-
lihood of having the model fixate on details in the data, which in this case refers to details in
the temporal dimension. For example, when the temperature is above freezing, around freez-
ing or below freezing is may be enough information for the model to use these data effectively.
For example, if the last 5 days are below freezing this is likely sufficient information, rather
than providing a time series of temperature values, which may cause the model to focus on
irrelevant details. A similar approach has been used previously to incorporate bathymetry
into ice/water mapping for lakes with success [36]. It is tempting to use a recurrent network
to bring in the temperature, but first a check on the time of day of the image acquistions
should be done and if this may explain some of the results, temporal encodings for time of
day could be incorporated into the method with minimal addition complexity.

e Extend training region to include area between the Beauharnois Canal and Lake
Saint Lawrence. In this region the river widens, which would allow the spatial context
available for the model to increase substantially in addition to the data volume. This area is
also more visible in the MODIS imagery than the Beauharnois Canal and Lake Saint Lawrence
and would therefore be easier to label, meaning the amount of overhead in bringing in this
region is likely worthwhile. While ice conditions may be different in this region, they will still
be representative of river ice in the same larger region (and the two regions already have river
ice conditions that are substantially different from each other).

e Incorporate the cross-polarization data (either HV or VH depending on the sen-
sor). This can be done either by considering two channels, e.g. HH and HV or by generating
an RGB image, with HH, HV and HH/HV as the red, green and blue channels respectively.
Visual inspection of data available indicates the latter approach may be useful and it may be
worth revisiting this point.

e Bring in data from optical and/or thermal sensors using either input-level or feature-
level fusion [37]. Optical data are well-utilized for river ice monitoring and are very effective
as well as high resolution, whereas thermal data may be able to inform on when the ice will
freeze, which is an important indicator for stable ice cover. Data from various sensors should
be explored to understand trade-offs between availability of images (data volume), availability
of channels, spatial resolution and length of data record.

e Extend the dataset to include historical SAR data from Radarsat-2 (available
from 2007) and Radarsat-1 (1996-2007). The current approach is well-suited to this
because it only uses the co-polarization (HH or VV) data (cross-polarization data is not
available for Radarsat-1).
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