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Abstract

Atomic clocks are the most accurate timekeeping instruments in the world and play a crucial
role in numerous applications, notably in satellite navigation. Nonetheless, the accuracy of these
clock signals is subject to anomalies, highlighting the importance of anomaly characterization
and detection. In our study, we identify three types of anomalies in the phase data of atomic
clocks—outliers, phase jumps and inflection points, and also frequency jumps in the frequency
data, which corresponds to the inflection points. The novelty of our work lies in the application
of machine learning methods for atomic clock anomaly detection (AD), as opposed to
traditional algorithms. We introduce a variety of unsupervised AD and change point detection
(CPD) algorithms from the realms of statistics and machine learning, propose a customized
thresholding function for AD, and evaluate AD and CPD algorithms on both synthetic and
real-world atomic clock data. Our experiments reveal that the subsequence local outlier factor
algorithm achieves excellent performance in detecting outliers and phase jumps, but struggles
with inflection points. Crucially, we found that the application of a CPD algorithm specifically
for detecting the frequency jumps in frequency data substantially improves performance. Our
study adopts unsupervised machine learning methods for AD provides robust detection
strategies, thereby contributing an expanded understanding of the use of machine learning for
clock data monitoring.

Keywords: atomic clock, phase jumps, frequency jumps, anomaly detection,
change point detection, machine learning
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1. Introduction

Atomic clocks are unparalleled time references, underpinning
a plethora of technological applications. Namely, their pre-
cise timekeeping abilities are integral to Global Navigation
Satellite Systems, telecommunications, network timing and
scientific research. However, the accuracy of these clocks can
be compromised by anomalies in the clock and their readings.
Hence, categorizing these anomalies and developing robust
techniques to detect them is crucial for generating a more
accurate time scale.

The problem of atomic clock anomaly detection (AD) has
been the subject of active research for several years. Early
investigations introduced simple methods such as BLKAVG,
SEQAVG and CUSUM to detect frequency anomalies [1]. As
the need for more robust methods increased, statistical tech-
niques became more prevalent. The Generalized Likelihood
Ratio Test, which uses statistical inference to determine the
likelihood of anomalies, became widely adopted for fre-
quency AD [2—4]. These statistical methods require setting a
fixed threshold to estimate the likelihood of anomalies which,
for non-stationary processes such as clock behavior, is sub-
optimal.

Various analytical tools have been used to gain insights into
the behavior of atomic clocks and distinguish between differ-
ent types of anomalies. Dynamic Allan deviation (DADEV),
a well known tool for measuring instantaneous clock sta-
bility, has been used extensively for this purpose [5-7]. In
a later section, we show the impact of anomalies on the
DADEV plot to demonstrate that DADEV can be used to
characterize different types of clock anomalies. In addi-
tion, computing the spectrogram of the frequency signal has
also been shown to have the ability to localize and identify
anomalies [8]. In these aforementioned studies, the clock
frequency measurements were transformed into the time-
frequency domain with spectrogram, which localizes and sep-
arates anomalies. For AD, the raw phase and frequency meas-
urements were converted into either DADEV and spectro-
gram plots, but they need a relatively long period of clock
measurement data to observe anomalies. Both the DADEV
and spectrogram methods are applicable for non-stationary
clock data to qualitatively analyze anomalies. If they are
used for automatically detecting anomalies, similar to stat-
istical models, fixed thresholds are needed for quantitatively
identifying phase jumps, frequency jumps, and other types of
anomalies.

Recently, the application of the Kalman filter, an algorithm
from control theory for state estimation, has shown prom-
ise for the detection of frequency anomalies [9]. This idea
has inspired many studies proposing variations such as N-step
prediction [10], adaptive Kalman filter [11], and the Kalman-
like FIR algorithm [12]. Each of these approaches targets spe-
cific limitations of previous methods and aims to improve the
accuracy of the results.

All Kalman filter methods assume the clock frequency
deviation follows a clock noise model, consisting of white fre-
quency noise, random-walk frequency noise, and time-varying

deterministic drift. A Kalman filter was used to filter the
noisy raw observations and obtain the true state observa-
tion. Kalman filter methods have been shown to be able to
detect frequency jump, frequency drift jump and phrase jump
anomalies on simulated data [9—12] and real short-period
atomic clock data [10-12]. However, before one can per-
form AD using a Kalman filter, the parameters in the clock
noise model need to be carefully calibrated using real samples
of clocks [10-12]. If the clock noise model is not initial-
ized precisely, it will get large errors using Kalman filter
algorithms [12].

To eliminate the need for an accurate clock noise model,
we propose to use machine learning methods for AD of atomic
clocks. We do not rely on a frequency jump model, frequency
drift model, or phase jump model, therefore, machine learn-
ing methods are generalizable to different clock behaviors.
The machine learning methods we adopt are applied on raw
noisy clock phase and frequency data. By formalizing our
problem under a general AD framework, we are able to test
a variety of different machine learning methods in a novel
domain. Our work of adopting machine learning methods to
detect anomalies in atomic clocks is by nature a data-driven
empirical study. Phase jumps and frequency jumps in atomic
clock data are either local or global anomalies. We evalu-
ate different types of AD approaches including deep learning
models and gain insights into effective AD methods for phase
and frequency jumps. For detecting frequency jumps in non-
stationary clock data, we propose to use change point detection
(CPD) methods. Moreover, we propose to use a customized
dynamic thresholding function to reliably report anomalies.
We evaluate these algorithms on both synthetic and real atomic
clock data from cesium atomic clocks and hydrogen masers,
aiming to provide a comprehensive view of their effectiveness
on various types of anomalies and clocks. To the best of our
knowledge, the application of machine learning techniques for
the detection of anomalies in atomic clocks is a novel approach
and therefore merits further research.

2. Method

In our study, we aim to detect anomalies in atomic clock data,
which is represented as a time series. Thus, we explore the field
of AD in time series. We divide anomalies into two major cat-
egories: local and global. Local anomalies are transient and do
not have a lasting impact on the remainder of the time series.
Conversely, global anomalies result in a permanent shift in the
distribution of the time series, affecting subsequent readings.

AD is the broad task of identifying all forms of anom-
alies, whether they be local or global. As global anomalies
are often more difficult to detect, we also delve into the prob-
lem of CPD. This is a more specialized approach to AD which
specifically focuses on detecting global anomalies, or ‘change
points’ marked by a sudden shift in the distribution of the
data.

We introduce various categories of AD algorithms and look
into the details of a selected few. In addition, we discuss
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various evaluation metrics which serve as the critical tools for
assessing the effectiveness of these algorithms.

2.1. AD in time series

We begin with formally defining a time series and what it
means to perform AD on time series.

Definition 1. A k-dimensional time series of length n is a
sequence z = 71,22, ...,2, of data points where each z; € R¥
is ordered by time.

Each z; represents a measurement of a system at time step
i. While this may not always be the case, our study focuses
on time series where measurements are collected at equally
spaced time intervals called the sampling times. Moreover,
given indices u < v, we use the notation

Zu.v =ZusZu+1y--+%y (1)

to refer to the contiguous subsequence of z from indices
u tov.

The time series z is said to be univariate if k=1 and mul-
tivariate when k£ > 2. As our atomic clock data consists of
the phase differences between clocks, which form a univari-
ate time series, our study will concentrate on the analysis of
univariate time series.

In general, AD is the task of identifying points in a data set
which deviate from what is considered normal. In the context
of time series, we formulate the task of AD as the following.

Problem 1. Let z=17z;,2,...,2, be a time series and b* =
bi,by,...,b, be the associated true anomaly labels so each
b; € {0,1} indicates whether z; is an anomaly. In AD, we wish
to predict b™*.

The labels b* are determined manually by an expert and
are called the ‘ground-truth’. If we have access to o™, then the
associated time series z is said to be labelled. Then, an AD
algorithm can be defined as below.

Definition 2. An AD algorithm is an algorithm which takes
a time series z = 71,22, . . ., 2, as input and outputs a sequence
of anomaly scores a@ = ay,ay, . ..,a, where each a; € [0,1]is a
continuous value indicating the degree to which the algorithm
believes z; to be an anomaly.

To convert the continuous anomaly scores, a, into the
predicted binary decisions, b, a post-processing step called
‘thresholding’ is performed which is defined as below.

Definition 3. A thresholding function is a function which
takes the anomaly scores a =aj,a,...,a, from an AD
algorithm and returns the predicted labels b= 131,132,...,13,,
where each b; € {0,1}.

The predicted labels b from thresholding then solve the AD
problem. Ideally, we want the predicted labels b to match the
ground-truth labels ™ as closely as possible according to an
evaluation metric. Various thresholding techniques and evalu-
ation metrics will be discussed in later sections.

2.2. A survey of AD algorithms

2.2.1. AD algorithms supervision levels. An important
aspect of an AD algorithm is the level of supervision required.
Depending on this level, we can classify AD algorithms
into three categories: unsupervised, supervised and semi-
supervised.

Unsupervised AD algorithms operate directly on the time
series z, generating anomaly scores @ without the need for the
ground-truth labels b*.

In contrast, supervised AD algorithms work on the basis
of learning from labelled data. Supervised algorithms require
access to the ground-truth labels b* to develop a model. Once
trained, the model is able to detect anomalies in new, unseen
data.

Semi-supervised AD algorithms serve as a middle ground
between unsupervised and supervised approaches. In this case,
only a subset of the data is labeled, and the model is trained on
the partially labeled data.

2.2.2. Families of AD algorithms. ~ We can also classify AD
algorithms based on the general strategy used to determine
anomaly scores. Some common approaches include [13]:

o Distance-based: Methods in this category use special-
ized distance metrics to gauge distances between points
in the time series. Intuitively, data points which are far
away from the rest of the data are likely anomalies.
Examples of these methods are discussed in sections 2.3.1
and 2.3.2.

o Forecasting: These methods involve building predict-
ive models to forecast future points in the time series.
Anomalies are identified as points which deviate sig-
nificantly from forecasts (i.e. they have a high predic-
tion error). Sections 2.3.3 and 2.3.5 exemplify forecasting
methods.

o Reconstruction: In this approach, the aim is to first map
subsequences of the time series to a lower-dimensional lat-
ent space and then attempt to reconstruct the subsequences.
Points with a high reconstruction error are flagged as
anomalies.

o Distribution-based: These techniques estimate the
distribution of the data. Points with a low likelihood accord-
ing to this estimated distribution are considered anom-
alies. A representative of this category is discussed in
section 2.3.4.

2.2.3. Guide to selecting AD algorithms.  Given the huge
variety of AD algorithms, each producing anomaly scores in
a unique way, selecting the right algorithm can be a daunt-
ing task. The effectiveness of a particular AD algorithm is
largely dependent on the characteristics of the time series and
the nature of the anomalies which we wish to detect [13]. We
used the benchmarks and insights from this study to select
promising algorithms suitable for our data.
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2.3. Selected AD algorithms

For our study, we focus on employing unsupervised AD
algorithms. This choice is driven by practical considerations.
In a real-time setting, we do not have immediate access to
labeled data. Manually creating labeled data for the continuous
stream of new data is labour-intensive and introduces signific-
ant time delay making it unsuitable for a real-time context.
Therefore, unsupervised algorithms, which detect anomalies
without any labelled data, are the most appropriate for our use
case.

We present the following five unsupervised AD algorithms:
subsequence local outlier factor (Sub-LOF), subsequence
K-nearest neighbors (Sub-KNN), long short-term memory
anomaly detection (LSTM-AD), discrete wavelet transform-
maximum likelihood estimation anomaly detection (DWT-
MLEAD) and prediction confidence interval (PCI). These
algorithms were selected based on their high performance on
benchmark datasets with similar characteristics to our own
data (univariate with linear/quadratic trend) [13]. Moreover,
these algorithms come from a variety of families, as discussed
in section 2.2.2.

For each of the selected AD algorithms, we provide a high
level explanation of how the algorithm processes the univariate
time series z of length n to produce the associated anomaly
scores d@.

2.3.1. Sub-KNN. Sub-KNN is a distanced-based AD
algorithm that operates on the idea of sequence similarity
[14]. Given a time series z of length n, we slide a window
of width w across the time series where w <n. The sub-
sequence in the ith window, denoted as z; i, i, forms a
vector in R".

We define S to be the set of all » —w+ 1 subsequences
in R", obtained by sliding the window across the entire time
series. For each sequence in S, we compute the distance to
the kth nearest neighbor in S (called the k-dist) according to
some distance metric (e.g. Manhattan distance or Euclidean
distance).

Subsequences with a high k-dist are considered anomal-
ous as they are far away (distance-wise) from other sub-
sequences. Hence, they are assigned high anomaly scores. To
obtain the point-wise anomaly score g; for measurement z;, we
aggregate the anomaly scores of all the subsequences which
include z;.

2.3.2. Sub-LOF  Sub-LOF is also a distance-based AD
algorithm which works very similarly to Sub-KNN [15]. It
uses the same method of sliding a window of width w to trans-
form the time series z into the set of subsequences S.

However, instead of using the k-dist to determine anomaly
scores, we use the notation of density. In particular, for each
sequence s € S, the density of s, denoted den(s) is inverse of
the average distance to its k nearest neighbors so

1
den(s) = - (2)
% ZA‘/ eNk (Y) dlSt (S, S /)

where Ni(s) is the set of the k nearest neighbors of s and dist
is some distance metric for R".

Then, the LOF of each subsequence is computed by com-
paring its density to the density of its neighbors. Subsequences
with significantly lower density than their neighbors are con-
sidered irregular and are given high LOF scores. The LOF of
asequence s € S is calculated as the average ratio of the dens-
ities of its k nearest neighbors to its own density so

LOF(s) = % >

s’ €N (Y)

den (s’
den(s’). 3)
den (s)

Finally, the point anomaly scores a; are obtained by aggreg-
ating the LOF values from all the subsequences in S which
contain z;.

2.3.3. LSTM-AD. LSTM-AD is a forecasting-based AD
algorithm which leverages the capabilities of LSTM networks
to forecast future points in the time series [16]. LSTM net-
works are a type of recurrent neural network, which excel at
modeling complex temporal dependencies making them suit-
able for time series AD.

This method operates by maintaining two adjacent win-
dows on the time series: the training wWindow Ziwin = Zi..itw—1
and the testing window Zyesy = Zj+w..i+2w—1, both of width w.

The LSTM network is trained on the subsequence zin, and
after training, it predicts the values in the testing window, giv-
ing the predicted values Zi.s. The anomaly scores for the points
within the testing window are determined by computing the
error between the predicted values Zi.s and the actual values
Ztest-

To generate anomaly scores for the entire time series, we
slide the pair of training and testing windows across the entire
time series. At each step, the weights of the LSTM network
are reinitialized, retrained on the data in the training window,
and the corresponding anomaly scores are generated for points
in the testing window. This process is repeated until we reach
the end of the time series.

2.3.4. DWT-MLEAD. DWT-MLEAD is a distribution-based
method which decomposes the original time series z in wave-
lets at different scales using a discrete wavelet transform [17].
Then, at each scale a Gaussian distribution is fit to the wavelet-
transformed time series using maximum likelihood estimation.
Once we have a statistical model for each scale, we can com-
pute the likelihood of observing each data point within the
time series. Points which have a low likelihood are given high
anomaly scores.

2.3.5. PCI. PClis a forecasting-based AD algorithm which
uses a local predictive model for each point in the time series
based on its immediate neighborhood [18]. Given some point
z; in the time series z, the algorithm examines the k points
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immediately before and after z;. The predictive model then
computes a weighted average of points surrounding z; to
estimate its value. Additionally, the model generates a PCI,
which outlines the expected range of values for z;.

By comparing the observed value of z; to the PCI, an anom-
aly score for z; is determined. If z; lies within the PCI, it is given
a lower anomaly score. However, if z; falls outside the PCI, it
is assigned a higher anomaly score. This process is repeated
for each point in the time series until all the anomaly scores
have been determined.

2.4. CPD

CPD is a specialized form of AD which specifically targets
the detection of global anomalies. It involves finding points
in a time series in which the statistical properties (e.g. mean,
variance or other distribution parameters) of the time series
change. The task of CPD is formalized as below.

Problem. 2 Let z =17,2,...,2, be a time series assumed to
be piecewise stationary, meaning that the statistical properties
of z change abruptly at some unknown time instants

ot ={n], 75, .., C{1,2,...,n}

called change points. Given z, CPD is the task of estimating
the location of the change points 7* [19].

A CPD algorithm receives the time series z and produces
an output 7 = {7y,77,..., 7, } containing the predicted loca-
tions of the change points. Note that the number of ground-
truth change points m may not be known. To facilitate con-
sistent evaluation metrics with AD, we convert the sets 7*
and 7 into the indicator sequences b* = b},b5,...,b} and b=
by, bs,...,b,. Here, each bj‘,lAJ,' €{0,1} and

bi=1<+<= ien*and b =1+ icr. (4

For the remainder of this section, we detail a simple CPD
algorithm which we use in our study. To perform CPD, we
need to specify a cost function ¢(-) that measures the homo-
geneity within a subsequence of a time series. Let u <v be
indices of the time series z. The cost ¢(z,..,) is expected to be
low if z,,. , lacks any change points and high if there are one or
more change points in z,,,. A simple choice for ¢(+) is the L,
cost, defined as

v

c(zur) =Y Iz —zlh 5)

i=u

where 7 is the median of the subsequence z,. ,. The L; cost
aggregates the L; distance between all points in z,,, and the
median.

To detect change points using the cost function, we employ
a search method known as sliding window segmentation. This
method uses a discrepancy function d(-, ) defined as

d (zp.-ququr) =c (Zp..r) —[c (ZP--q) +c (Zq--r)] (6)

where p < g < r are indices of z. Note that the subsequences
Zp..q and z,. . are adjacent windows of the time series and the
discrepancy function computes the reduction in the costof z,,. .,
due to splitting at g. Thus, higher discrepancies suggest a high
likelihood of a change point at q.

By sliding the adjacent windows across the time series, we
can obtain discrepancy scores for each point in the time series.
Then, the points with the top K highest discrepancy scores can
be selected as predicted change points.

2.5. Evaluation metrics

To determine the effectiveness of AD and CPD algorithms, we
must use robust and reliable evaluation metrics. These met-
rics compare the predicted labels b, generated by an AD/CPD
algorithm, with the ground truth labels *, producing a score
in the range [0, 1]. This score measures how well the AD/CPD
algorithm can discern anomalies with higher values being bet-
ter. It is important to note that while AD algorithms produce
anomaly scores a that require thresholding to produces the bin-
ary predicted labels b, our CPD algorithm produces the binary
labels directly. Different thresholding functions will yield dif-
ferent variants of evaluation metrics.

For our analysis, we employ three widely used evaluation
metrics for AD: Precision, Recall and F-Score. Given b and
b* we can count the number of true positives (TP), false pos-
itives (FP) and false negatives (FN). These counts allow us to
compute Precision and Recall as follows

TP

Precision — TP ;
recision = zm—, @)
TP
Recall = ——. 8
T TPIEN ®)

Precision answers the question: Out of the all the detected
anomalies in b, what proportion are real anomalies? Recall
answers the question: Out of the all the real anomalies in b™,
what proportion were detected? Then, F-Score combines the
Precision and Recall metrics by taking their harmonic mean,

F-Score — Precision - Recall

" Precision + Recall” ©)

The areas under the receiver operating characteristic (ROC)
curve and Precision-Recall (PR) curve are also common eval-
uation metrics for AD. The ROC curve plots the false posit-
ive rate (1 — specificity) against the true positive rate (sens-
itivity) across different threshold values. The area under the
ROC curve, denoted as ROC-AUC, quantifies the trade-off
between specificity and sensitivity. Similarly, the PR curve
plots recall against precision at various threshold settings. The
area under the PR curve, denoted PR-AUC, summarizes the
trade-off between precision and recall.

We have computed the ROC-AUC and PR-AUC metrics for
the AD algorithms, but as they operate on continuous anomaly
scores a instead of the binary labels b, we opted to omit them
from the manuscript to maintain consistent metrics between
AD and CPD algorithms.
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3. Experiments

3.1. Data sets

Our data consists of the time offset measurements (phase)
sourced from four cesium atomic clocks (Cs1, Cs2, Cs3, Cs4)
and two hydrogen masers (HM1, HM?2).

For some clock A, the phase at time ¢ is the difference in
clock readings between clock A and a reference clock at time
t. Thus, the phase can be expressed as

x(6) = h(e) — ho (1) (10)

where h(z) and hy () are the clock readings for clock A and the
reference clock respectively.

The reference timescale is generated from one of the clocks
in the ensemble whose frequency is steered by an auxiliary
phase generator to keep the reference close to Coordinated
universal Time in both phase and frequency. As a result of
hardware maintenance and efforts to improve the perform-
ance of the system, the atomic clocks used for the reference
timescale were changed during the span of the data used in
this work. The reference clocks were Cs3 until July 2015, Csl
until November 2020, HM2 until April 2022 and HM1 until
the present.

The measurement results represent the time interval meas-
urements between the reference clock and a clock in the
ensemble. Each data point presents an average of eleven con-
secutive 1 pulse-per-second measurements.

We collected the phase measurements at regular intervals
of time, defined by a sampling time 7. If we define

xi =x(i-Ty),
then the phase data is the univariate time series

an

X = X1,X2,...,Xp.

We obtained the phase data for each clock at two sampling
times: five minutes and one hour, resulting in two time series
for each clock. To distinguish between the two sampling times,
we employ the suffixes ‘—5M’ and ‘—1H’ to refer to the
five minute and one hour sampling times, respectively. For
instance, ‘HM1-5M’ refers to the five-minute phase data for
the HM1 clock, while ‘HM1-1H’ refers to the one-hour phase
data for the same clock.

For a given clock A, the frequency deviation at a particu-
lar time instant ¢ is the derivative of x(#) with respect to time.
However, since we only have access to the phase at discrete
time intervals separated by the sampling time 7, we work with
discrete frequency deviation. At time step i, the frequency is
given by

Xip1 —Xi
| = 12
i T 12)
This allows us to express frequency as the time series
Y=Y1,Y25--3Yn—1 (13)
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Figure 1. Anomaly types observed in the phase data of HM1-5M.
The figure identifies two outliers, one phase jump and two inflection
points.

capturing the frequency deviation at evenly spaced time
intervals.

3.2. Anomaly types of atomic clocks

Our study identifies three kinds of anomalies which appear
in the phase data: outliers, phase jumps and inflection points.
Each of these anomalies is illustrated in figure 1, and the fre-
quency of their occurrence across each data set is tabulated in
table 1.

Outliers are local anomalies, characterized by measure-
ments that deviate significantly from neighboring measure-
ments. These deviations result in pronounced spikes in the
times series plot. Outliers are often attributed to measurement
errors or transient disturbance and are not persistent as the
clock reading returns to the expected value post-anomaly.

On the other hand, phase jumps are global anomalies
marked by a sudden and lasting increase in the phase value,
inducing a permanent shift in the clock reading. Unlike out-
liers which have a transient impression on the phase data, all
subsequent measurements following the phase jump maintain
an elevated or lower value. Despite their global nature in the
phase data, phase jumps manifest as large local spikes in the
frequency domain, similar to outliers.

Inflection points are another type of global anomaly char-
acterized by an abrupt change in the data’s trend or curvature.
These anomalies are of particular interest as they may indic-
ate a change in environmental factors or underlying mechan-
isms governing the atomic clock. Inflection points are typically
related to abrupt changes in frequency, which are frequency
jumps. Such anomalies could signal a shift in the clock’s beha-
vior whether it be due to internal or external influences.

In addition, through the DADEV plot, we can observe
how different anomalies (outliers, jumps and inflection points)
impact the clock’s stability. Figure 2 shows the DADEV
plot for HM1-5M. Notice the clear alignment between sur-
face bumps and the location of anomalies. For outliers and
phase jumps, the Allan deviation (ADEV) exhibits an increase
as the averaging time 7 decreases. However, for inflection
points, the inverse relationship is observed, with ADEV rising
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Table 1. Characteristics of atomic clock data sets.

Data Set Time Span Samples #Out. #Jmp. #Inf.
Csl-1H November 2014—April 2022 64558 1 2 18
Cs2-1H March 2012-March 2022 87 890 0 1 1
Cs3-1H March 2012-May 2022 87861 3 2 2
Cs4-1H October 2015-May 2022 43521 1 6 0
HMI1-1H October 2013-December 2022 80361 1 3 11
HM2-1H May 2017-January 2023 49074 1 9 0
Cs2-5M August 2021-May 2022 74952 3 0 0
Cs3-5M August 2021-May 2022 71317 3 0 0
Cs4-5M August 2021-May 2022 71318 3 0 0
HMI1-5M August 2021-May 2022 71260 2 2 2
HM2-5M August 2021-May 2022 74949 1 0 3
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z Figure 3. Phase data of HM1-5M after the injecting 40 outliers.
2 9 .
2.5
Ab 3 9.5x1073
S
’% @:} 9.4x107°
\OQO 5 4%
~ A P
& at \Q ]
Mevs \‘f’+ $ 5 %_ 9.3x1075
~F
9.2x1073

Figure 2. DADEYV plot for HM1-5M, showcasing the variation in
frequency stability over time. The corresponding phase data is
projected against the back wall for reference. The DADEV
calculations were performed using a sliding window size of
300000 s.

as 7 increases. All anomaly types have an impact on the
stability of clocks, which highlights the importance of AD as
a pre-processing step for measuring clock stability.

3.3. Artificially injecting anomalies

After examining our data, we observed that the measured
phase data did not exhibit a significant number of anomalies.
To facilitate a more comprehensive evaluation, we artificially
injected anomalies of each type into HM1-5M. This led to the
creation of three synthetic data sets:

0.5x107 1x107 1.5x107 2x107

]

time/s

Figure 4. Phase data of HM1-5M after the injecting 40 phase
jumps.

o HM1-5M with 40 injected outliers
o HM1-5M with 40 injected phase jumps
o HM1-5M with 41 injected inflection points

Figures 3-5 show plots of each synthetic data set. By test-
ing AD on these synthetic data sets, we hope to gain a more
nuanced understanding of each algorithm’s performance char-
acteristics, particularly their ability to detect each type of
anomaly.
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Figure 5. Phase data of HM1-5M after the injecting 41 inflection
points.
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Figure 6. Phase (top) and frequency (bottom) data for Cs1-1H.
Inflection points are marked by red dotted lines and align with
frequency jumps. The frequency data has been processed with a
percentile filter and smoothed using a simple moving average with a
window size of 50 data points to accentuate frequency jumps. Note,
the changes in the variance of the noise in the frequency domain are
attributed to points at which the reference clock changes.

3.4. Frequency characteristics of atomic clocks

The characteristics of the frequency signal y depends on the
type of atomic clock under consideration. Cesium atomic
clocks, which exhibit piecewise linear trend in phase, result in
a frequency signal which appears to be piecewise stationary.
In contrast, hydrogen masers, which have a phase that follows
a piecewise quadratic trend, produce a frequency signal that
appears piecewise linear. Figures 6 and 7 illustrate the phase
and frequency data for Cs1-1H and HM1-1H respectively.

3.5. Software packages for AD and CPD

To test AD algorithms on our data, our study utilized the open
source Python package TimeEval, which is an AD toolkit for
time series data [20]. TimeEval provides the implementations
of over 70 AD algorithms, including the algorithms discussed
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Figure 7. Phase (top) and frequency (bottom) data for HM1-1H.
Inflection points are marked by red dotted lines and align with
frequency jumps. The frequency data has been processed with a
percentile filter and smoothed using a simple moving average with a
window size of 50 data points to accentuate frequency jumps.

in our method. It also offers various evaluation metrics and
thresholding functions. We applied TimeEval to quickly test
the following AD algorithms: Sub-LOF, Sub-KNN, LSTM-
AD, DWT-MLEAD and PCI and evaluate them with consistent
metrics.

All algorithms were tested using their default hyperpara-
meters provided by TimeEval. Note that both Sub-KNN and
Sub-LOF were tested with a window size of 100. It is worth
noting that the window size here is defined in terms of the num-
ber of data points in the time series, rather than the duration of
time. Therefore, the actual duration of the window will vary
between the 1 h and 5 min data sets. For example, a window
size of 100 data points corresponds to 8 h 20 min for the 5 min
data and 4 days and 4 h for the 1 h data. In further analysis,
we observe the performance of AD algorithms is robust with
different window sizes.

For CPD, we used Ruptures [19], another open source
Python package. The package contains the implementations
of the L; cost and sliding window segmentation routine dis-
cussed in the method as well as numerous other cost functions
and search methods. When applying our CPD algorithm to the
synthetic data, we used a sliding window size of 200. However,
for the real data, we adjusted the window size to 1100 since the
anomalies are sparse.

3.6. Thresholding functions

To compute Precision, Recall and F-score, we apply a
thresholding function (definition 3) as a post-processing step
on the raw anomaly scores returned by an AD algorithm.
In our study, we tested several thresholding functions,
each yielding different versions of Precision, Recall and F-
score. Initially, we experimented with the TopKPoints and
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TopKRanges thresholding functions provided by TimeEval.
The TopKPoints thresholding function simply selects K points
with the highest anomaly scores whereas the TopKRanges
thresholding function selects K contiguous segments of the
time series with the highest aggregated anomaly scores.

We encountered issues with both thresholding functions.
The TopKPoints method had the limitation where a slight mis-
alignment between a detected anomaly and the corresponding
ground truth label would result in the detection being classified
as a false positive. Moreover, we found that the TopKRanges
method led to inconsistent range widths, occasionally produ-
cing ranges that were too wide or narrow.

To address these issues, we developed a custom threshold-
ing function. Our approach involves placing K ranges centered
around the highest anomaly scores in a, while ensuring that
each range maintains a fixed width w and that no ranges over-
lap. Any real anomalies which fall within a range would be
counted as a true positive. We refer to this custom method as
‘FWTopKRanges’ (FW stands for fixed-width).

We found that variants of Precision, Recall and F-Score
computed using FWTopKRanges thresholding we proposed
were the most reliable. Consequently, we selected these as the
primary metrics for comparing the performance of algorithms
in this study.

4. Results

4.1. Performance of AD algorithms on anomaly-injected data

We evaluated the proficiency of the selected AD algorithms
on each anomaly type by testing on the anomaly-injected
HMI1-5M data. The resulting evaluation metrics (with
FWTopKRanges thresholding) for these algorithms are
presented in table 2.

Our experiments reveal that Sub-LOF displays the highest
overall F-Score across the data sets. Specifically, Sub-LOF
performs the best on the outlier-injected and inflection-
injected data. However, Sub-KNN slightly outperforms Sub-
LOF on the jump-injected data, achieving an F-Score of 0.912
compared to Sub-LOF’s 0.887.

While the selected AD algorithms perform well on the
outlier-injected data and jump-injected data, they struggled
with inflection-injected data. Although Sub-LOF was the most
effective at detecting inflection points, it only obtained an
F-Score of 0.549. This highlights the challenge of detecting
inflection points compared to outliers and jumps.

With both outliers and jumps, the anomaly deviates sig-
nificantly from its immediate neighbors, which is not the
case with inflection points as they often are marked by
a subtle change in trend. Intuitively, this makes inflec-
tion points more difficult to detect than outliers and
jumps when looking at phase data.

4.2. Performance of AD algorithms on real data

In this set of experiments, we test the efficacy of the selec-
ted AD algorithms on real phase data. The algorithms were

applied to the phase data from each clock at both the 1 h
and 5 min sampling times. For each data set, anomalies were
manually labelled for evaluation purposes. Across all data sets,
we identified 19 outliers, 25 phase jumps and 37 inflection
points (see table 1).

The results for the selected AD algorithms are shown
in tables 3 and 4 for the 1 h and 5 min data respectively.
Moreover, we further analyzed the performance of each AD
algorithm by isolating its performance on each anomaly type
as illustrated in table 5.

These results are consistent with our findings from
the experiments with the anomaly injected data: most
algorithms demonstrated proficiency in detecting outliers
and phase jumps, however struggled with detecting inflec-
tion points, especially in Csl-1H. Sub-LOF was the best
at identifying inflection points, but only attained a recall
of 0.216.

Overall, Sub-LOF emerged as the highest performing
algorithm on the three anomaly types. It achieved recalls of
1.000, 0.840 and 0.216 on outliers, phase jumps and inflection
points respectively. However, it is important to note that Sub-
KNN outperformed Sub-LOF in detecting phase jumps, with
a superior recall score of 0.920.

In addition to the algorithms we presented, we also tested
LSTM-AD on our synthetic and real data sets. However, the
results were poor, so we chose to omit them from the discus-
sion. These findings align with previous studies, which sug-
gested that simpler methods such as Sub-LOF and Sub-KNN,
can outperform complex deep learning methods like LSTM-
AD [21]. This underscores the importance of selecting the
appropriate algorithm for the specific task and data set. While
deep learning methods like LSTM-AD may be effective for
certain tasks, they did not yield good results on our data.

4.3. Runtime of AD algorithms

In this section, we evaluate the runtime performance of selec-
ted AD algorithms. Our objective is to provide a comparative
analysis of their computational efficiency and to illustrate how
their runtimes scale with the length of the time series data. The
results are summarized in table 6.

From these results, it is clear that Sub-LOF and Sub-KNN
exhibit similar runtimes, both of which are significantly higher
than those of DWT-MLEAD and PCI. This indicates that Sub-
LOF and Sub-KNN are more computationally expensive com-
pared to DWT-MLEAD and PCI. Note that all runtime meas-
urements were conducted on a system equipped with an AMD
Ryzen 7 6800HS CPU (no GPU was used).

4.4. CPD for inflection point detection

Given the poor performance of the AD algorithms in accur-
ately detecting inflection points, we explore the use of CPD as
a specialized method for this task. However, instead of apply-
ing CPD directly on the phase time series x, we chose to apply
it on the frequency time series y defined in (13). This choice
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Table 2. Results of AD algorithms on anomaly injected data.

Anomaly Type AD Alg. Precision Recall F-Score
Outlier Sub-LOF 0.950 1.000 0.974
Sub-KNN 0.950 1.000 0.974
DWT-MLEAD 0.700 0.750 0.724
PCI 0.875 0.925 0.899
Jump Sub-LOF 0.875 0.900 0.887
Sub-KNN 0.900 0.925 0.912
DWT-MLEAD 0.550 0.575 0.562
PCI 0.850 0.875 0.862
Inflection Sub-LOF 0.537 0.561 0.549
Sub-KNN 0.122 0.146 0.133
DWT-MLEAD 0.171 0.195 0.182
PCI 0.415 0.415 0.415
Table 3. Results of AD algorithms on 1H data.
Data set AD Alg. Precision Recall F-Score
Csl-1H Sub-LOF 0.190 0.190 0.190
Sub-KNN 0.190 0.190 0.190
DWT-MLEAD 0.190 0.190 0.190
PCI 0.143 0.143 0.143
Cs2-1H Sub-LOF 0.500 0.500 0.500
Sub-KNN 0.500 0.500 0.500
DWT-MLEAD 0.000 0.000 0.000
PCI 0.500 0.500 0.500
Cs3-1H Sub-LOF 0.714 0.714 0.714
Sub-KNN 0.714 0.714 0.714
DWT-MLEAD 0.286 0.286 0.286
PCI 0.714 0.714 0.714
Cs4-1H Sub-LOF 0.714 0.714 0.714
Sub-KNN 1.000 1.000 1.000
DWT-MLEAD 0.429 0.429 0.429
PCI 0.714 0.714 0.714
HMI1-1H Sub-LOF 0.667 0.667 0.667
Sub-KNN 0.200 0.200 0.200
DWT-MLEAD 0.067 0.067 0.067
PCI 0.400 0.400 0.400
HM2-1H Sub-LOF 0.600 0.900 0.720
Sub-KNN 0.700 0.900 0.788
DWT-MLEAD 0.600 0.800 0.686
PCI 0.600 0.800 0.686

stems from the observation that inflection points in the phase
domain appear as jumps in the frequency domain (see figures 6
and 7). Since frequency jumps mark a sudden shift in the mean
of the signal, we expect they can be effectively detected by
CPD algorithms.

Prior to passing y to Ruptures, we apply several prepro-
cessing steps. Firstly, we use a simple percentile filter to
remove extreme outliers withiny. Secondly, we apply a simple
moving average to y to smooth the time series. This aids in

noise reduction, making the frequency jumps more apparent
and thus easier to detect. For the simple moving average, we
used a window size of 50 to capture the slow changes of
inflection points.

In addition to testing the CPD algorithm, we also eval-
uated our previous selected AD algorithms in sections 4.1
and 4.2 to see if they perform better at inflection points
detection in the frequency domain y, rather than in the phase
domain x.
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Table 4. Results of AD algorithms on 5M data.

Data set AD Alg. Precision Recall F-Score
Cs2-5M Sub-LOF 1.000 1.000 1.000
Sub-KNN 1.000 1.000 1.000
DWT-MLEAD 0.667 0.667 0.667
PCI 0.667 0.667 0.667
Cs3-5M Sub-LOF 1.000 1.000 1.000
Sub-KNN 1.000 1.000 1.000
DWT-MLEAD 1.000 1.000 1.000
PCI 1.000 1.000 1.000
Cs4-5M Sub-LOF 1.000 1.000 1.000
Sub-KNN 1.000 1.000 1.000
DWT-MLEAD 0.667 0.667 0.667
PCI 1.000 1.000 1.000
HMI1-5M Sub-LOF 0.500 0.500 0.500
Sub-KNN 0.667 0.667 0.667
DWT-MLEAD 0.333 0.333 0.333
PCI 0.667 0.667 0.667
HM2-5M Sub-LOF 0.500 0.500 0.500
Sub-KNN 0.000 0.000 0.000
DWT-MLEAD 0.250 0.250 0.250
PCI 0.500 0.500 0.500

Table 5. Recall of AD algorithms on real data split by anomaly
types.

Table 7. Results of AD algorithms and CPD on inflection injected
data (in frequency domain).

AD Alg. Outlier Jump Inflection  Algorithm Precision Recall F-Score
Sub-LOF 1.000 0.840 0.216 Sub-LOF 0415 0.415 0415
Sub-KNN 0.947 0.920 0.027 Sub-KNN 0.610 0.415 0.644
DWT-MLEAD 0.684 0.520 0.054 DWT-MLEAD 0.341 0.366 0.353
PCI 0.895 0.840 0.108 PCI 0.488 0.488 0.488
CPD 0.878 0.927 0.901

Table 6. Runtime comparison between selected AD algorithms on
Cs1-1H data across various data lengths.

Runtime/s
Length Sub-LOF Sub-KNN DWT-MLEAD PCI
1000 3.642 3.550 2.416 2.790
5000 4.495 4.410 2.590 3.277
10000 7.308 7.057 2.595 3.732
20000 17.255 17.025 2.766 4.910
40000 69.970 63.222 2.986 6.568

We first tested on the inflection injected HM 1-1H frequency
data with the results shown in table 7.

Comparing the results on the inflection-injected data in
table 2, we observe that converting the phase data into the fre-
quency domain affects the performance of the AD algorithms.
In particular, some AD algorithms, such as Sub-LOF, per-
form worse in the frequency domain, with an F-score drop-
ping from 0.549 to 0.415. Conversely, other algorithms, like
Sub-KNN, perform better in the frequency domain, with an
F-score increasing from 0.133 to 0.644.

However, the CPD algorithm still significantly outperforms
all AD algorithms in detecting inflection points in the fre-
quency domain, achieving an impressive F-score of 0.901.
This result also is a substantial improvement over the F-score
of 0.549 achieved by Sub-LOF on the same data set (in
the phase domain), as shown in table 2. These results
make sense intuitively, as CPD is specialized for detect-
ing inflection points, whereas the selected AD algorithms
are general-purpose and designed to detect various kinds
of anomalies. These results suggest that our specialized
approach of employing CPD is considerably more effect-
ive at detecting inflection points than our general AD
algorithms.

Next, we apply the CPD algorithm on the real data. The res-
ults, shown in table 8, are equally encouraging. On four data
sets, the CPD algorithm was able to achieve an F-Score of 1.0
and on the worst performing data set (Cs3-1H), it achieved an
F-Score of 0.5. The results of the AD algorithms on the real
frequency data were omitted because the results were poor
with an F-Score of 0 on most data sets. Overall, the CPD
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Table 8. Results of CPD on the real frequency data.

Data set Precision Recall F-Score
Csl-1H 0.833 0.833 0.833
Cs2-1H 1.000 1.000 1.000
Cs3-1H 0.500 0.500 0.500
HM1-1H 1.000 1.000 1.000
HMI1-5M 1.000 1.000 1.000
HM2-5M 1.000 1.000 1.000

algorithm has proved itself to be a reliable tool for detecting
inflection points/frequency jumps in the frequency domain.

5. Conclusion

In this study, we delved into the problem of AD for atomic
clock data, an essential task for maintaining the precision
of atomic clocks. We adopted unsupervised machine learn-
ing methods for detecting anomalies in both the phase and
frequency domains. We explored frameworks for time series
AD and CPD, presenting a range of AD algorithms and a
CPD algorithm. We also developed a new thresholding func-
tion called ‘FWTopKRanges’ addressing the limitations of the
existing thresholding functions in TimeEval. Furthermore, we
demonstrated the effectiveness of our presented algorithms on
both synthetic and real atomic clock data from four cesium
atomic clocks and two hydrogen masers.

The anomalies we target are outliers, phase jumps, and
inflection points which translate to frequency jumps in the fre-
quency domain. Through our experiments, it was revealed that
Sub-LOF was able to achieve the best overall performance on
all anomaly types in phase data. This AD algorithm was able
to detect outliers and phase jumps effectively, but achieved
poor performance on inflection points. We found that treating
the detection frequency jumps as a CPD problem in the fre-
quency domain yielded significantly better results. Our CPD
algorithm performed exceptionally well in detecting frequency
jumps on both the synthetic and real data sets. The data that
support the findings of this study are available upon request
from the authors.

In the future, we plan to compare our methods with Kalman
filter methods to gain insights into the impact of clock models
on detecting different types of anomalies. Also, an important
feature of both Sub-LOF and our CPD algorithm is that they
operate using a sliding window, giving the potential to be used
in a real-time setting. This feature enables near real-time alerts
in the event of an anomaly. Future work could focus on adapt-
ing our algorithms for real-time applications, exploring online
anomaly and CPD with the aim of minimizing detection delay.

In addition, we are interested in using the AD results to
develop a novel ensemble approach for aggregating the read-
ings from multiple clocks. The underlying premise is to assign
lower weights within the ensemble to clocks which recently
display anomalous behavior. This approach holds promise

for enhancing the accuracy and reliability of atomic clock
timescales.

Our study represents the first step towards a better under-
standing and application of AD in atomic clocks using
machine learning methods. Our method is able to detect anom-
alies on both phase and frequency data using the raw clock
measurements. Therefore, it can be directly applied to new
data and new atomic clocks. Our findings contribute not only
to the field of AD in atomic clocks, but also bear wider implic-
ations for the technological applications which rely on precise
timekeeping.
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